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Abstract

We trained a large, deep convolutional neural network to classify the 1.2 million
high-resolution images in the ImageNet LSVRC-2010 contest into the 1000 dif-
ferent classes. On the test data, we achieved top-1 and top-5 error rates of 37.5%
and 17.0% which is considerably better than the previous state-of-the-art. The
neural network, which has 60 million parameters and 650,000 neurons, consists
of five convolutional layers, some of which are followed by max-pooling layers,
and three fully-connected layers with a final 1000-way softmax. To make train-
ing faster, we used non-saturating neurons and a very efficient GPU implemen-
tation of the convolution operation. To reduce overfitting in the fully-connected
layers we employed a recently-developed regularization method called “dropout”
that proved to be very effective. We also entered a variant of this model in the
ILSVRC-2012 competition and achieved a winning top-5 test error rate of 15.3%,
compared to 26.2% achieved by the second-best entry.

1 Introduction

Current approaches to object recognition make essential use of machine learning methods. To im-
prove their performance, we can collect larger datasets, learn more powerful models, and use bet-
ter techniques for preventing overfitting. Until recently, datasets of labeled images were relatively
small — on the order of tens of thousands of images (e.g., NORB [16], Caltech-101/256 [8, 9], and
CIFAR-10/100 [12]). Simple recognition tasks can be solved quite well with datasets of this size,
especially if they are augmented with label-preserving transformations. For example, the current-
best error rate on the MNIST digit-recognition task (<0.3%) approaches human performance [4].
But objects in realistic settings exhibit considerable variability, so to learn to recognize them it is
necessary to use much larger training sets. And indeed, the shortcomings of small image datasets
have been widely recognized (e.g., Pinto et al. [21]), but it has only recently become possible to col-
lect labeled datasets with millions of images. The new larger datasets include LabelMe [23], which
consists of hundreds of thousands of fully-segmented images, and ImageNet [6], which consists of
over 15 million labeled high-resolution images in over 22,000 categories.

To learn about thousands of objects from millions of images, we need a model with a large learning
capacity. However, the immense complexity of the object recognition task means that this prob-
lem cannot be specified even by a dataset as large as ImageNet, so our model should also have lots
of prior knowledge to compensate for all the data we don’t have. Convolutional neural networks
(CNNs) constitute one such class of models [16, 11, 13, 18, 15, 22, 26]. Their capacity can be con-
trolled by varying their depth and breadth, and they also make strong and mostly correct assumptions
about the nature of images (namely, stationarity of statistics and locality of pixel dependencies).
Thus, compared to standard feedforward neural networks with similarly-sized layers, CNNs have
much fewer connections and parameters and so they are easier to train, while their theoretically-best
performance is likely to be only slightly worse.
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Machine learning at the energy and 
intensity frontiers of particle physics
Alexander Radovic1*, Mike Williams2*, David Rousseau3, Michael Kagan4, Daniele Bonacorsi5,6, Alexander Himmel7,  
Adam Aurisano8, Kazuhiro Terao4 & Taritree Wongjirad9

Our knowledge of the fundamental particles of nature and their interactions is summarized by the standard model 
of particle physics. Advancing our understanding in this field has required experiments that operate at ever higher 
energies and intensities, which produce extremely large and information-rich data samples. The use of machine-learning 
techniques is revolutionizing how we interpret these data samples, greatly increasing the discovery potential of present 
and future experiments. Here we summarize the challenges and opportunities that come with the use of machine learning 
at the frontiers of particle physics.

T he standard model of particle physics is supported by an abun-
dance of experimental evidence, yet we know that it cannot be a 
complete theory of nature because, for example, it cannot incor-

porate gravity or explain dark matter. Furthermore, many properties of 
known particles, including neutrinos and the Higgs boson, have not yet 
been determined experimentally, and the way in which the emergent 
properties of complex systems of fundamental particles arise from the 
underlying standard-model theory remains unknown.

Many known particles were discovered using detectors that made sub-
atomic particles visible to the human eye. For example, bubble cham-
bers1 filled with superheated liquids that boil when charged particles pass 
through them transform the paths of the particles into visible tracks of 
bubbles, which can then be photographed and analysed. The detectors at 
the Large Hadron Collider (LHC)2 are much more complex and record 
data at far greater rates than is possible using bubble chambers. For exam-
ple, the LHCb experiment3 analyses as many events every six seconds 
as the Big European Bubble Chamber recorded in its entire 11 years of 
operation (1973–1983), and the datasets collected by the ATLAS4 and 
CMS5 experiments at the LHC are comparable to the largest industrial 
data samples. It is impossible for humans to visually inspect such large 
amounts of data; algorithms running on large computing farms took over 
this task long ago.

Over the past two decades, particle physics has been migrating towards 
the use of machine-learning methods in the collection and analysis of its 
large data samples6. Pioneering studies that used neural networks7,8 and 
boosted decision trees (BDTs)9,10 in previous-generation experiments11–22 
laid the groundwork for the emergence of machine learning as an essential 
tool at the LHC. Machine-learning algorithms made important contri-
butions to the discovery of the Higgs boson23,24 and most data-analysis 
tasks now benefit from the use of machine learning. In parallel, the field 
of machine learning has developed at a rapid pace and, in particular, the 
subfield of deep learning has delivered superhuman performance in sev-
eral domains25,26. Incorporating these tools while maintaining scientific 
rigour required in particle-physics analyses presents new challenges. This 
Review focuses on the application and development of machine-learning 
methods at the LHC, including recent advances based on deep learning. 
In addition, we present some example applications of deep learning within 
the subfield of neutrino physics, in which state-of-the-art methods, such 
as from computer vision, are naturally applicable.

Big data at the LHC
The sensor arrays of the LHC experiments produce data at a rate of 
about one petabyte per second. Even after drastic data reduction by 
the custom-built electronics used to readout the sensor arrays, which 
involves zero suppression of the sparse data streams and the use of 
various custom compression algorithms, the data rates are still too 
large to store the data indefinitely—as much as 50 terabytes per second, 
resulting in as much data every hour as Facebook collects globally in a 
year27. In this section we first motivate why it is necessary to produce 
such immense data samples, before discussing how machine learning 
is being used to more effectively select—in real time—which data to 
keep for further studies and which data to permanently discard. In 
addition, we show how the use of machine learning is leading to more 
efficient processing of these data using vast computing resources dis-
tributed around the world. Both of these big-data challenges must be 
overcome before the LHC data can be used to advance our knowledge 
of fundamental particles.

LHC operations
Einstein famously related mass m to energy E via E = mc2, where c is the 
speed of light in a vacuum. A powerful particle accelerator such as the 
LHC, which is 27 km in circumference, is therefore required to create 
particles orders of magnitude more massive than the proton, such as 
the Higgs boson. A Higgs boson is produced only once every few billion 
proton–proton collisions at the LHC. Many other interesting reactions 
occur orders of magnitude less often. To enable such data samples to 
be recorded in a reasonable time frame, the LHC collides nearly one 
billion protons per second.

High-energy collisions can produce hundreds of particles, and 
disentangling such complex events requires detectors with large and 
diverse sensor arrays. The ATLAS and CMS detectors each contain 
roughly 100 million detection elements. Most of the particles pro-
duced in the LHC experiments decay before they can be detected 
by any of the sensors. Therefore, LHC analyses must infer what the 
underlying reactions were on the basis of the properties of the particles  
that are detected. A wide variety of sensor technologies are used in 
the LHC detectors. The various signals from the particles that are 
detected by these sensor arrays are digitized, converting the physical 
processes involving subatomic particles into large collections of bytes. 
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Machine Learning in High Energy Physics Community White Paper

July 10, 2018

Abstract: Machine learning is an important applied research area in particle physics, beginning with ap-
plications to high-level physics analysis in the 1990s and 2000s, followed by an explosion of applications in
particle and event identification and reconstruction in the 2010s. In this document we discuss promising future
research and development areas in machine learning in particle physics with a roadmap for their implementa-
tion, software and hardware resource requirements, collaborative initiatives with the data science community,
academia and industry, and training the particle physics community in data science. The main objective of the
document is to connect and motivate these areas of research and development with the physics drivers of the
High-Luminosity Large Hadron Collider and future neutrino experiments and identify the resource needs for
their implementation. Additionally we identify areas where collaboration with external communities will be of
great benefit.

Editors: Sergei Gleyzer26, Paul Seyfert11, Steven Schramm28

Contributors: Kim Albertsson1, Piero Altoe2, Dustin Anderson3, Michael Andrews4, Juan Pedro Araque
Espinosa5, Adam Aurisano6, Laurent Basara7, Adrian Bevan8, Wahid Bhimji9, Daniele Bonacorsi10, Paolo
Calafiura9, Mario Campanelli8, Louis Capps2, Federico Carminati11, Stefano Carrazza11, Taylor Childers12,
Elias Coniavitis13, Kyle Cranmer14, Claire David15, Douglas Davis16, Javier Duarte17, Martin Erdmann18,
Jonas Eschle19, Amir Farbin20, Matthew Feickert21, Nuno Filipe Castro5, Conor Fitzpatrick22, Michele Floris11,
Alessandra Forti23, Jordi Garra-Tico24, Jochen Gemmler25, Maria Girone11, Paul Glaysher15, Sergei Gleyzer26,
Vladimir Gligorov27, Tobias Golling28, Jonas Graw2, Lindsey Gray17, Dick Greenwood29, Thomas Hacker30,
John Harvey11, Benedikt Hegner11, Lukas Heinrich14, Ben Hooberman31, Johannes Junggeburth32, Michael
Kagan33, Meghan Kane34, Konstantin Kanishchev7, Przemys law Karpiński11, Zahari Kassabov35, Gaurav
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A Roadmap for

HEP Software and Computing R&D

for the 2020s

HEP Software Foundation
1

Abstract: Particle physics has an ambitious and broad experimental programme

for the coming decades. This programme requires large investments in detector

hardware, either to build new facilities and experiments, or to upgrade existing ones.

Similarly, it requires commensurate investment in the R&D of software to acquire,

manage, process, and analyse the shear amounts of data to be recorded. In planning

for the HL-LHC in particular, it is critical that all of the collaborating stakeholders

agree on the software goals and priorities, and that the e↵orts complement each other.

In this spirit, this white paper describes the R&D activities required to prepare for

this software upgrade.

1Authors are listed at the end of this report.
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Why should physicists care?





T H E  P L AY E R S

P R E D I C T I O N

I N F E R E N C E

x 
observed data 
simulated data

θ 
parameters of interest

forward modeling 
generation 
simulation

inverse problem 
measurement 

parameter estimation

p( x, z | θ, ν )

ν 
nuisance parameters

z 
latent variables 

Monte Carlo truth
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Abstract
A grand challenge of the 21st century cosmol-
ogy is to accurately estimate the cosmological
parameters of our Universe. A major approach
in estimating the cosmological parameters is to
use the large scale matter distribution of the Uni-
verse. Galaxy surveys provide the means to map
out cosmic large-scale structure in three dimen-
sions. Information about galaxy locations is typ-
ically summarized in a “single” function of scale,
such as the galaxy correlation function or power-
spectrum. We show that it is possible to estimate
these cosmological parameters directly from the
distribution of matter. This paper presents the
application of deep 3D convolutional networks
to volumetric representation of dark-matter sim-
ulations as well as the results obtained using a
recently proposed distribution regression frame-
work, showing that machine learning techniques
are comparable to, and can sometimes outper-
form, maximum-likelihood point estimates using
“cosmological models”. This opens the way to
estimating the parameters of our Universe with
higher accuracy.

1. Introduction
The 21st century has brought us tools and methods to ob-
serve and analyze the Universe in far greater detail than
before, allowing us to deeply probe the fundamental prop-
erties of cosmology. We have a suite of cosmological ob-

Proceedings of the 33 rd
International Conference on Machine

Learning, New York, NY, USA, 2016. JMLR: W&CP volume
48. Copyright 2016 by the author(s).

Figure 1. Dark matter distribution in three cubes produced using
different sets of parameters. Each cube is divided into small sub-
cubes for training and prediction. Note that although cubes in
this figure are produced using very different cosmological param-
eters in our constrained sampled set, the effect is not visually dis-
cernible.

servations that allow us to make serious inroads to the un-
derstanding of our own universe, including the cosmic mi-
crowave background (CMB) (Planck Collaboration et al.,
2015; Hinshaw et al., 2013), supernovae (Perlmutter et al.,
1999; Riess et al., 1998) and the large scale structure of
galaxies and galaxy clusters (Cole et al., 2005; Anderson
et al., 2014; Parkinson et al., 2012). In particular, large
scale structure involves measuring the positions and other
properties of bright sources in great volumes of the sky.
The amount of information is overwhelming, and modern
methods in machine learning and statistics can play an in-
creasingly important role in modern cosmology. For ex-
ample, the common method to compare large scale struc-
ture observation and theory is to compare the compressed
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Figure 9: Distribution of the four-lepton reconstructed mass in the full mass range for the sum
of the 4e, 2e2µ and 4µ channels. Points with error bars represent the data, shaded histograms
represent the backgrounds, and the unshaded histogram the signal expectation for a mass hy-
pothesis of mH = 126 GeV. Signal and ZZ background are normalized to the SM expectation,
Z + X background to the estimation from data. The expected distributions are presented as
stacked histograms. No events are observed with m4` > 800 GeV.

Table 3: The number of observed candidate events compared to the mean expected background
and signal rates for each final state. Uncertainties include statistical and systematic sources.
The results are given integrated over the full mass measurement range m4` > 100 GeV and for
7 and 8 TeV data combined.

Channel 4e 2e2µ 4µ 4`
ZZ background 77 ± 10 191 ± 25 119 ± 15 387 ± 31
Z + X background 7.4 ± 1.5 11.5 ± 2.9 3.6 ± 1.5 22.6 ± 3.6
All backgrounds 85 ± 11 202 ± 25 123 ± 15 410 ± 31
mH = 500 GeV 5.2 ± 0.6 12.2 ± 1.4 7.1 ± 0.8 24.5 ± 1.7
mH = 800 GeV 0.7 ± 0.1 1.6 ± 0.2 0.9 ± 0.1 3.1 ± 0.2
Observed 89 247 134 470

Table 4: The number of observed candidate events compared to the mean expected background
and signal rates for each final state. Uncertainties include statistical and systematic sources.
The results are integrated over the mass range from 121.5 to 130.5 GeV and for 7 and 8 TeV data
combined.

Channel 4e 2e2µ 4µ 4`
ZZ background 1.1 ± 0.1 3.2 ± 0.2 2.5 ± 0.2 6.8 ± 0.3
Z + X background 0.8 ± 0.2 1.3 ± 0.3 0.4 ± 0.2 2.6 ± 0.4
All backgrounds 1.9 ± 0.2 4.6 ± 0.4 2.9 ± 0.2 9.4 ± 0.5
mH = 125 GeV 3.0 ± 0.4 7.9 ± 1.0 6.4 ± 0.7 17.3 ± 1.3
mH = 126 GeV 3.4 ± 0.5 9.0 ± 1.1 7.2 ± 0.8 19.6 ± 1.5
Observed 4 13 8 25
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• improve what we normally do 

• speed up accelerate what we normally do 

• near-term impact: execution, application 

•2. More profound changes to how we approach physics 

• new capabilities to be exploited 

• attack previously intractable problems 

• long-term transformation: exploratory, innovations 
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Simulators can produce labeled training data for 
supervised learning 

(note: some simulation are very computationally expensive)
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We begin with Quantum Field Theory1)

Theory gives detailed 
prediction for high-
energy collisions

2)

hierarchical: 2 → O(10) → O(100) particles

Uses of Multivariate Methods

Complex final state of VBF H → WW → llEmiss
T well-suited for multivariate methods

Used 7 variables:
∆ηll, ∆φll, Mll, ∆ηjj, ∆φjj, Mjj, MT

Compared Neural Networks, Genetic Program-
ming, and Support Vector Regression

q

q

W

W

H
W+

W−

ν

l+

l−

ν̄

Ref. Cuts low-mH Cuts NN GP SVR
120 ee 0.87 1.25 1.72 1.66 1.44
120 eµ 2.30 2.97 3.92 3.60 3.33
120 µµ 1.16 1.71 2.28 2.26 2.08
Combined 2.97 3.91 4.98 4.57 4.26
130 eµ 4.94 6.14 7.55 7.22 6.59

Table 1: Expected significance in sigma after 30 fb−1 for two cut analyses and three multivariate analyses for
different Higgs masses and final state topologies.

March 14, 2006

University of Pennsylvania Seminar

Higgs Searches at the LHC:

Challenges, Prospects, and Developments (page 25)

Kyle Cranmer

Brookhaven National Laboratory
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We begin with Quantum Field Theory1)

Theory gives detailed 
prediction for high-
energy collisions

2)

The interaction of outgoing particles 
with the detector is simulated.  

3)
>100 million sensors

hierarchical: 2 → O(10) → O(100) particles
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Track reconstruction at LHC

15

Figure:  
ATLAS pixel model as described in simulation (left), tomography from vertices built from tracks for hadronic interactions (right)

Slide Credit: A. Salzburger (CERN) 
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•NEXT is a high pressure Xenon (HPXe) Time Projection Chamber (TPC).  

•
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Figure 2. Monte Carlo simulation of a signal (0⌫��) event (left) and a background event (right) in xenon gas
at 15 bar. The color corresponds to energy deposition in the gas, red representing higher density of energy
deposition and blue representing lower density. The signal consist of two electrons emitted from a common
vertex, and thus it features large energy depositions (blobs) at both ends of the track. Background events are,
typically, single-electron tracks (produced by photoelectric or Compton interactions of high energy gammas
emitted by 214Bi or 208Tl isotopes), and thus feature only one blob (figure from [7]).
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Figure 3. Probability distribution of signal (left) and background (right) events in terms of the energies of
the end-of-track blob candidates. The blob candidate labelled as ‘1’ corresponds to the more energetic one,
whereas ‘blob 2’ corresponds to the less energetic of the two. In a signal event, the blob candidates have, on
average, the same energy. In a background event, blob candidate 1 has an energy similar to that of a signal
event while the energy of blob candidate 2 is very small (figure from [7]).

Electrons (and positrons) moving through xenon gas lose energy at an approximately fixed
rate until they become non-relativistic. At the end of the trajectory the 1/v2 rise of the energy
loss (where v is the speed of the particle) leads to a significant energy deposition in a compact

– 4 –
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Figure 9. Sensitivity to the half-life T 0⌫
1/2 calculated using the Feldman-Cousins approach. The curves

describe the NEXT-100 conventional analysis [7] (blue) and NEXT-100 with the improved DNN-based
analysis with optimal figure of merit and low di↵usion (red).

mm according to the average stopping power dE/dx as tabulated by NIST [29] for xenon at 15
atm. Electron multiple scattering was modeled by casting random Gaussian numbers to determine
the angles ✓x and ✓y of deflection from the direction of travel. Assuming the particle’s direction
of travel is ẑ, the angles ✓x and ✓y between the scattered direction and ẑ projected on the x-z and
y-z planes respectively, were chosen randomly from a Gaussian distribution with sigma determined
according to

�2(✓x,y) =
13.6 MeV
�p

p
dz/L0

⇥
1 + 0.038 ln(dz/L0)

⇤
. (6.1)

where dz is the thickness of xenon travelled in this step, L0 is the radiation length in xenon, p is the
electron momentum in MeV/c, and � = v/c, assuming c = 1.

Such tracks were generated and voxelized similar to the procedure described in section 2.1.
Note that no “single-track” cut was necessary because no physics generating a secondary track
was implemented. Also no energy smearing was performed. For background events, the track
generation began with a single electron emitted in a random direction with energy 2.4578 MeV,
while for signal events, this energy was shared equally between two electrons emitted in random
directions from a single initial vertex. The DNN classified the resulting events with nearly 100%
accuracy, that is, the higher of the two probabilities (> 50%) of signal or background computed by
the DNN corresponded to the correct classification in nearly all cases. Several modifications were
then made to attempt to gain insight into the physics causing the lower classification observed in
the more detailed Monte Carlo tracks. First, a realistic distribution of energies of the two electrons
in signal events [18] was used, and later the magnitude of the multiple scattering was doubled (the
prefactor 13.6 in equation 6.1 was increased to 27.2). The electron energy distribution caused a loss
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Fig. 1. The IceCube Neutrino Observatory with the in-ice array, its sub-
array DeepCore, and the cosmic-ray air shower array IceTop. The string color
scheme represents different deployment seasons. The top-right insert presents
the top view of the IceCube detector. The DeepCore sub-array is represented
by open circles.

IceCube includes an array of 81 surface stations called IceTop,
designed to study cosmic ray interactions in the atmosphere.
The schematic view of the IceCube detector is shown in Fig. 1.
The sensors record the photon arrival times using waveform
digitizers. Across the array, the relative arrival times are known
to better than 3 ns [25].

IceCube observes two classes of events. Contained events
occur when neutrinos interact within the detector. Through-
going events are mostly long-lived muons which can travel
many kilometers in the ice. They can be produced in neutrino
interactions, or, in downward-going events, in cosmic-ray air
showers that occur when high-energy cosmic-rays interact in
the upper atmosphere.

IceCube has observed a spectrum of astrophysical neutrinos
from energies of about 35 teraelectronvolts (TeV) to above 2
petaelectronvolts (PeV) [27], [28]. At lower energies, there
is an overwhelming background of neutrinos produced when
cosmic-rays interact in our atmosphere. At higher energies,
several factors emerge. First, the neutrino-nucleon cross-
section rises and the Earth becomes opaque to neutrinos, so we
cannot observe neutrinos coming from much below the horizon
[29]. Second, the flux drops sharply at higher energies.

A study of downward-going muons from astrophysical neu-
trino interactions could significantly expand IceCube’s reach
in this area. Such a search is challenging because of the
very high flux of muons from cosmic-ray air showers. In
this work, we discuss methods to separate this signal (muons
from neutrinos) from the background (muons from cosmic-
ray showers). For the present purposes, the main difference
between the signal and the background is the stochasticity of
the energy deposition, which translates into clumpiness in the
light emission from the track. Muons from neutrinos are single
muons, which lose energy stochastically, leading to a very
uneven light emission along the muon track. In contrast, muons
from cosmic-ray interactions come in bundles containing from
one (rarely) to hundreds of muons. With the large number of

Fig. 2. The characteristic pattern of light deposition for muon bundles (left)
and a high-energy single muon with visible stochastic light emission along
the track (right). The red line shows the actual (Monte Carlo track), while
each colored bubble represents a DOM that saw light in the event. The colors
indicate the relative light arrival time, from red (earliest) to blue (latest), while
the size of the bubbles indicates the number of observed photons.

muons, the light emission averages out, and becomes quite
smooth (see Fig. 2). There is still variation in light detection
due to the depth-dependent optical properties of the ice.

We generated two Monte Carlo data sets, one for signal
and one for background, and used them for all three methods
discussed in this paper. In this work, we consider only as-
trophysical muon neutrino events as a signal. In our signal
simulation set, neutrino energies range from 100 GeV to
108 GeV. The astrophysical neutrino data set was assumed
to follow a power law, with dN⌫/dE⌫ / E�2.0

⌫ , while the
cosmic-ray air shower background was generated with the
CORSIKA simulation package [30] using H4a composition
assumption [31]. The energy range of cosmic ray primaries
in our background simulation set is 600 GeV to 105 GeV.
No other backgrounds are taken into consideration. For both
signal and background, more energetic events are likely to pass
the event selection. So, to efficiently generate our samples,
we generated the signal and background samples following
a harder spectral index (i. e. biased toward more energetic
events). Each event has an associated weight, so that weighted
histograms reproduce the output from the original spectrum.
This allows considerably more efficient use of computer
resources, but it becomes harder to evaluate the statistical
significance of any result.

The particles produced by these simulations were then
run through an IceCube-specific detector simulation, which
included the generation of Cherenkov light, light propagation
through the ice, and the detector response. For uniformity, the
DeepCore array and IceTop stations were excluded during the
preselection process. The resulting simulated data were run
through the standard IceCube calibration and reconstruction
packages. To be usable by IceCube, the final event sample
must have a reasonably high signal-to-noise ratio (SNR). Here,
to compare different methods, we decided a-priori to evaluate
the methods on the basis of how many events they could find,
subject to maintaining a 1:1 SNR. Since the background is
many orders of magnitude larger than the signal, this requires

Graph Neural Networks for IceCube Signal
Classification
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Abstract—Tasks involving the analysis of geometric (graph-
and manifold-structured) data have recently gained prominence
in the machine learning community, giving birth to a rapidly
developing field of geometric deep learning. In this work, we
leverage graph neural networks to improve signal detection in
the IceCube neutrino observatory. The IceCube detector array
is modeled as a graph, where vertices are sensors and edges are
a learned function of the sensors’ spatial coordinates. As only a
subset of IceCube’s sensors is active during a given observation,
we note the adaptive nature of our GNN, wherein computation
is restricted to the input signal support. We demonstrate the
effectiveness of our GNN architecture on a task classifying
IceCube events, where it outperforms both a traditional physics-
based method as well as classical 3D convolution neural networks.

Index Terms—Deep Learning, Pattern Classification, Graph
Neural Networks

I. INTRODUCTION

Graph- and manifold-structured data are ubiquitous in a
broad range of research fields studying interactions and re-
lations between objects. Social networks, molecules, point
clouds, and 3D shapes are just a few of many different ex-
amples of such data. The remarkable success of deep learning
techniques in computer vision has motivated in recent years the
development of deep learning architectures capable of coping
with data defined on non-Euclidean domains, referred to by
the general term Geometric Deep Learning [1].

A plethora of geometric deep learning models have been
proposed, including learnable information diffusion processes
[2]–[5], generalizations of convolutional neural networks
(CNN) [6] to graphs using spectral filters [7]–[13] and local
neighborhood operations [14]–[19]. Geometric deep learning

⇤⇤See http://icecube.wisc.edu/collaboration/authors/current for full author
list and acknowledgments.

has been successfully employed in a broad spectrum of ap-
plications, ranging from computer graphics, vision [19]–[21],
and medicine [22], [23] to chemistry [5], [14] and high energy
physics [24].

In this paper, we study the application of graph neural net-
works (GNN) to the challenging problem of neutrino detection
in the IceCube observatory. One of the key motivations for
the use of GNNs is the irregular geometry of the detectors,
as well as the sparse nature of the signal recorded by the
IceCube detectors. A significant challenge setting apart the
neutrino detection problem from typical pattern classification
problems is a very large asymmetry between positive and
negative events; requiring good accuracy in the regime of
extremely low False Positive Rates on the order of 10�6.

A. IceCube Experiment

IceCube is a 1 km3 neutrino observatory located at the
South Pole [25]. Its primary purpose is to look for high-
energy (above 100 gigaelectronvolts (GeV)) neutrinos that are
produced by the same cosmic particle accelerators that produce
ultra-high energy cosmic-rays [26]. Its 5,160 sensors (digital
optical modules, or DOMs) detect the Cherenkov light that is
produced by the relativistic charged particles resulting from
high-energy neutrinos interacting in the Antarctic ice. The
Cherenkov light is emitted at an angle and may scatter before
being observed by sensors that are typically 10 to 60 meters
away from the track. Sixty sensors are deployed on each of 86
strings placed in holes drilled in the ice. Most of the strings
are on a 125 m triangular grid, but 8 strings, forming the
’Deep Core’ infill array, have much tighter spacing. On most
strings, the DOMs are deployed every 17 m, from 1450 m to
2450 m below the surface; in Deep Core, most of the DOMs
are deployed with a 7 m spacing between 2100 and 2450 m.
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V. EXPERIMENT AND RESULTS

A. Training and Evaluation

Model training, validation, and testing were completed using
a signal and a background dataset containing 25250 and
109491 events, respectively. Each dataset was then subdivided
into 50% training, 25% validation, and 25% test sets. We
performed early stopping once performance was maximized
during training on the validation set, up to 100 epochs. Of
our trained models, we selected for final evaluation the model
which performed best on the test set.

Final model evaluation was performed using additional
signal and background datasets containing 8487 and 366433
events, respectively.

Each event is assigned a weight during its generation corre-
sponding to the event’s frequency of occurrence. As such, all
training and evaluation was performed on weighted samples,
keeping in line with the goal of selecting as many signal events
per year as possible while maintaining a 1:1 SNR.

Table I displays the number of events for both the signal
(SG) and background (BG) classes within each dataset, with
and without event weighting. The number of weighted events
for a given class within a given dataset is the sum of all weights
of events in the dataset which belong to that class. Thus while
the class imbalance is large for the unweighted samples, it is
far larger once event weighting is applied.

TABLE I
UNWEIGHTED AND WEIGHTED NUMBER OF SIGNAL AND BACKGROUND

EVENTS WITHIN EACH DATASET

# Unweighted # Weighted

Dataset Signal Background Signal Background

Training 12624 54745 7.8 37275
Validation 6313 27373 3.9 18648
Test 6313 27373 3.9 18632
Final Evaluation 8487 366433 5.2 250982

B. Classification Performance

Table II displays the expected number of weighted signal
and background events each model selects per year, as assessed
on the final evaluation dataset. Here the GNN outperforms the
physics baseline by identifying 6.3x more signal events while
providing a signal-to-noise ratio (SNR) which is 3x improved,
also outperforming the CNN.

Fig. 3 displays receiver operating characteristic (ROC)
curves for both the GNN and CNN models. The physics
baseline is directly optimized to maximize the number of
signal events identified while attempting to maintain an SNR
of 1.0; thus it does not have a ROC curve. Because there are
so many more weighted background events than signal events
present, of primary interest is the true positive rate when the
FPR becomes small.

C. Implementation Details

All code for the GNN model was written in Python using
the PyTorch deep learning framework. Models were trained

TABLE II
PERFORMANCE OF SEVERAL METHODS

# events per year

Method Signal Background Signal:Noise

Physics Baseline 0.922 0.934 0.987
3D CNN 1.815 1.937 0.937
GNN 5.772 1.937 2.980

Fig. 3. Receiver operating characteristic curve for various methods considered
in this paper. The green square and blue X indicate the evaluation point for
the GNN and CNN, respectively.

using Nvidia Tesla P40 GPUs and required approximately 40
hours for 100 epochs of training over 134741 samples, though
typically model convergence occurred after just 40 epochs.

VI. DISCUSSION

The physics baseline result was obtained by optimizing
selections on stochasticity in a selected phase space of muon
energy proxy and muon zenith angle. The optimization was
performed on the full simulated data sets leading to the final
cut level numbers of 0.92 and 0.93 events per year for signal
and background, respectively. There are some upgrades to the
physics analysis performance level that may increase signal
and decrease background. One of them is incorporation of
data from the surface IceTop detector and exploitation of its
veto capabilities [33].

Although the neural network studies were meant to selected
events based on the same stochasticity criteria, studies of the
selected events found that the networks were also selected
starting tracks, where a neutrino interacted in the detector.
Starting tracks are studied by IceCube, but in a different
set of diffuse analyses [40], [41]. They were excluded from
the current physics baseline analysis, and, in any case, the
chosen cuts would strongly discriminate against these events.
A fully parallel treatment of these events would change the
comparison between the baseline and machine learning results.
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Figure 2: An illustration of the deep convolutional neural network architecture. The first

layer is the input jet image, followed by three convolutional layers, a dense layer and an

output layer.

would be much slower. There are many options for a smaller set of channels. For example,

one could consider one channel for hadrons and one for leptons, or channels for positively

charged, neutral and negatively charged particles. To be concrete, in this study we take three

input channels:

red = transverse momenta of charged particles

green = the transverse momenta of neutral particles

blue = charged particle multiplicity
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is reduced from 1% to 0.6%. The 1% false positive rate is a typical working point used for
classification. The improvement originate from the changes in feature selection, new training
samples, and a new machine learning algorithm. The e�ciencies (true positive rate) of the tagger
above a certain threshold on the discriminator are evaluated in real collision data as well as in
simulation, details of the procedure are described in Ref. [14]. Figure 3 illustrates the so-called
scaling factors that measure the di↵erence in tagging e�ciencies in simulation and real collision
data. DeepCSV and CSVv2 show the similar agreement in simulation and data, which means
that DeepCSV is also more performant in real data collisions. Also for other classes DeepCSV
outperformed the old CMS taggers, specifically the binary c quark vs. light quark and c quark
vs. b quark taggers.
Figure 4 shows the comparison of DeepCSV to DeepJet (labeled DeepFlavour as it is used for
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Figure 2. [8] True positive (b jet e�ciency)
rate vs. false positive rate of light jets and
c quarks in simulation with 2016 conditions
for jets with more than 30 GeV transverse
momentum from top quark pair production.
DeepCSV and CSVv2 are explained in the
text. cMVA uses muon information, which
for validation purposes is not used by other
taggers.
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Figure 3. Di↵erence in b jet e�ciency
between real data and simulation for di↵erent
working points (loose (L), medium (M), and
tight (T) with 10%, 1%, 0.1% false positive
rate, respectively) for DeepCSV and CSVv2.
Several complementary methods are used as
described in [14, 8].

flavor tagging in this case). A further significant gain is observed; the false positive rate is reduced
from 1% to 0.7% for 78% true positive rate. We also tested using the extended input of DeepJet
as the input to an extended dense neural network. The resulting performance is labeled noConv
in Figure 4 and shows that the more sophisticated custom architecture is needed. We also tested
using the input of DeepCSV as input for the DeepJet architecture and e↵ectively reproduced the
DeepCSV result. We tested in several steps increasing the input from DeepCSV to DeepJet and
found that a significant improvement was achieved by not using the quality criteria for particle
selection of DeepCSV and CSVv2. The second biggest impact were the additional features per
charged particles. The additional secondary vertices and neutral particles gave only modest
gain, but are also important for other classes of the generic DeepJet tagger. In Figures 6 and
5 DeepCSV and DeepJet are compared at very high transverse momentum of the b jets. The
gain is very significant; the false positive rate is reduced from 1% to only 0.12% at the usual
working point. Also here a main limitation was the charged particle quality selection and as
well the upper limit of only six charged particles (tracks) that were used in DeepCSV. We thus

↑ systematics  
under control

https://indico.physics.lbl.gov/indico/event/546/
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parameters of interest

forward modeling 
generation 
simulation

inverse problem 
measurement 

parameter estimation

p( x, z | θ, ν )

ν 
nuisance parameters

z 
latent variables 

Monte Carlo truth



G E N E R AT I V E  A D V E R S A R I A L  N E T W O R K S

!32http://torch.ch/blog/2015/11/13/gan.html

Z X

Catch me if you can

Leo is G Tom is D

5 / 13

Objective

• Consider the value function

V (D,G ) = Ex⇠pdata [log(D(x))] + Ez⇠pnoise [log(1� D(G (z)))];

• We want to
For fixed G , find D which maximizes V (D,G ),
For fixed D, find G which minimizes V (D,G );

• In other words, we are looking for the saddle point

(D⇤,G ⇤) = max
D

min
G

V (D,G ).
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CaloGAN: Simulating 3D High Energy Particle

Showers in Multi-Layer Electromagnetic Calorimeters

with Generative Adversarial Networks
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Abstract: Simulation is a key component of physics analysis in particle physics and nuclear physics.
The most computationally expensive simulation step is the detailed modeling of particle showers inside
calorimeters. Full detector simulations are too slow to meet the growing demands resulting from large
quantities of data; current fast simulations are not precise enough to serve the entire physics program.
Therefore, we introduce CaloGAN, a new fast simulation based on generative adversarial neural
networks (GANs). We apply the CaloGAN to model electromagnetic showers in a longitudinally
segmented calorimeter. This represents a significant stepping stone toward a full neural network-based
detector simulation that could save significant computing time and enable many analyses now and
in the future. In particular, the CaloGAN achieves speedup factors comparable to or better than
existing fast simulation techniques on CPU (100⇥-1000⇥) and even faster on GPU (up to ⇠ 105⇥))
and has the capability of faithfully reproducing many aspects of key shower shape variables for a variety
of particle types.
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Creating Virtual Universes Using Generative Adversarial Networks
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Abstract

Inferring model parameters from experimental data is a grand challenge in many sciences, including cosmol-
ogy. This often relies critically on high fidelity numerical simulations, which are prohibitively computationally
expensive. The application of deep learning techniques to generative modeling is renewing interest in using high
dimensional density estimators as computationally inexpensive emulators of fully-fledged simulations. These
generative models have the potential to make a dramatic shift in the field of scientific simulations, but for that
shift to happen we need to study the performance of such generators in the precision regime needed for science
applications. To this end, in this letter we apply Generative Adversarial Networks to the problem of generating
cosmological weak lensing convergence maps. We show that our generator network produces maps that are
described by, with high statistical confidence, the same summary statistics as the fully simulated maps.

The scientific success of the next generation of sky
surveys (e.g. [1–5]) to test the current “standard model”
of cosmology (⇤CDM), hinges critically on the success
of underlying simulations. Answering questions in cos-
mology about the nature of cold dark matter, dark
energy and the inflation of the early universe, requires
relating observations of a large number of astrophysical
objects which trace the underlying matter density field,
to simulations of “virtual universes” with different cos-
mological parameters. Currently the creation of each
virtual universe requires an extremely computationally
expensive simulation on High Performance Computing
resources. In order to make this inverse problem prac-
tically solvable, constructing a computationally cheap
surrogate model or an emulator [6, 7] is imperative.

However, traditional approaches to emulators re-
quire the use of a summary-statistic which is to be em-
ulated. An approach that does not require such math-
ematical templates of the simulation outcome would
be of considerable value in the field. The ability to
emulate these simulations with high fidelity, in a frac-
tion of the computational time, would boost our ability
to understand the fundamental nature of the universe.
While in this letter we focus our attention on cosmol-
ogy, and in particular weak lensing convergence maps,
we believe that this approach is relevant to many areas
of science and engineering.

Recent developments in deep generative modeling
techniques open the potential to meet this need. The
density estimators in these models are built out of neu-
ral networks which can serve as universal approxima-
tors [8], thus having the ability to learn the underlying
distributions of data and emulate the observable with-
out being biased by the choice of summary-statistics,

⇤Corresponding author: mmustafa@lbl.gov

as in the traditional approach to emulators.
In this letter, we study the ability of a recent vari-

ant of generative models - Generative Adversarial Net-
works (GANs) [9] to generate weak lensing convergence
maps. The training and validation maps are produced
using N-body simulations of ⇤CDM cosmology. We
show that maps generated by the neural network ex-
hibit, with high statistical confidence, the same power
(Fourier) spectrum of the fully-fledged simulator maps,
as well as higher order non-Gaussian features, thus
demonstrating that such scientific data is amenable to
a GAN treatment for generation. The very high level
of agreement we achieve offers promise for building em-
ulators out of deep neural networks. We first present
our results and analysis then outline the future inves-
tigations which we think are critical to build such em-
ulators in the Discussion section.

Results
Gravitational lensing has potential to be one of the
most sensitive probes of the nature of dark energy [10],
and affects the shape and apparent brightness of every
galaxy we observe. Convergence (⌫) is the quantity
that defines the brightness of an observed object as it
is affected by the matter along the line of sight between
that galaxy and the observer. It can be interpreted as
a measure of the density of the universe observed from
a particular direction. A full N-body simulation cre-
ates convergence maps corresponding to many random
realizations of the same cosmological model. We set
out to train a GAN model on 256 ⇥ 256 pixels conver-
gence maps taken from these simulations. A descrip-
tion of the simulations and data preparation methods
is in the Methods section. Before we describe our re-

1
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Figure 1: Weak lensing convergence maps for a ⇤CDM cosmological model with �8 = 0.798, w = �1.0,
⌦m = 0.26 and ⌦⇤ = 0.74. Randomly selected maps from validation dataset (top) and GAN generated
examples (bottom).

sults we first outline the objective of generative models
and the GANs framework.

The central problem of generative models is the ques-
tion: given a distribution of data Pdata can one devise
a generator G such that the distribution of model gen-
erated data Pmodel = Pdata? Our information about
Pdata comes from the training dataset, typically an in-
dependent and identically distributed random sample
x1, x2, . . . , xn which is assumed to have the same dis-
tribution as Pdata. Achieving a high fidelity genera-
tion scheme amounts to the construction of a density
estimator of the training data. In the GANs frame-
work a generator function G is optimized to generate
samples that are indistinguishable from training data
as judged by a discriminator function D. D is opti-
mized to discriminate between training data and gen-
erated data. In the neural network formulation of this
framework the generator network G✓ parametrized by
network parameters ✓ and discriminator network Dw

parametrized by w are simultaneously optimized using
gradient-descent.

Of interest to us here is the generator G✓. Its param-
eters are optimized to map a vector z sampled from a
prior to the support of Pmodel. The only requirement
on the generator is that it is differentiable with respect
to its parameters and input (except at possibly finitely
many points). For the 256 ⇥ 256 convergence maps we
study, we choose a normal prior, so:

z ⇠ [N0(0, 1), . . . ,N63(0, 1)]

G✓ : z ! x ✏ R256⇥256.

The dimension of the vector z needs to be com-
mensurate with the support of the training conver-
gence maps Pdata in R256⇥256. Because the underly-
ing physics of the convergence maps is translation and
rotation invariant [11], we chose to construct the gener-
ator and discriminator networks mainly from convolu-
tional layers. To allow the network to learn the proper
correlations on the components of the input z early on,
the first layer of the generator network needs to be a
fully-connected layer. A well studied architecture that
meets these criteria is the Deep Convolutional Gener-
ative Adversarial Networks (DCGAN) [12]. DCGAN
is a set of empirically chosen architectural guidelines
and hyper-parameters which have been shown to be
robust to excel at a variety of tasks. We experimented
with DCGAN architectural parameters and we found
that most of the hyper-parameters optimized for natu-
ral images by the original authors perform well on the
convergence maps, for example, changing the learning
rates or the kernel sizes worsens the performance. We
used DCGAN with slight modifications to meet our
problem dimensions as described in the Methods sec-
tion.

2

Figure 8: Average ⇡
+ Geant shower (top), and average ⇡

+ CaloGAN shower (bottom), with
progressive calorimeter depth (left to right).

Figure 9: Five randomly selected e
+ showers per calorimeter layer from the training set (top) and the

five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.

Figure 10: Five randomly selected � showers per calorimeter layer from the training set (top) and the
five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.

Figure 11: Five randomly selected ⇡
+ showers per calorimeter layer from the training set (top) and

the five nearest neighbors (by euclidean distance) from a set of CaloGAN candidates.
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The need for large scale and high fidelity simulated samples for the extensive physics program
of the ATLAS experiment at the Large Hadron Collider motivates the development of new
simulation techniques. Building on the recent success of deep learning algorithms, Vari-
ational Auto-Encoders and Generative Adversarial Networks are investigated for modeling
the response of the ATLAS electromagnetic calorimeter for photons in a central calorimeter
region over a range of energies. The properties of synthesized showers are compared to
showers from a full detector simulation using Geant4. This feasibility study demonstrates the
potential of using such algorithms for fast calorimeter simulation for the ATLAS experiment
in the future and opens the possibility to complement current simulation techniques. To em-
ploy generative models for physics analyses, it is required to incorporate additional particle
types and regions of the calorimeter and enhance the quality of the synthesized showers.
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Generative Models: Simulators

Variational Auto-Encoders
and Extensions
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W H Y  W E  S H O U L D  C A R E

•Many areas of science have simulations based on some well-
motivated  mechanistic model. 

•However, the aggregate effect of many interactions between these 
low-level components leads to an intractable inverse problem. 

•The developments in machine learning and AI go way beyond 
improved classifiers and have the potential to effectively bridge the 
microscopic - macroscopic divide & aid in the inverse problem. 

• they can provide effective statistical models for macroscopic 
phenomena that are tied back to the low-level microscopic 
(reductionist) model 

• generative models and likelihood-free inference are two 
particularly exciting areas 
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L AT T I C E  F I E L D  T H E O R Y
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PHASES, PHASE TRANSITIONS, AND THE ORDER PARAMETER

Temperature

Ferromagnet Paramagnet

E = �J
X

hi,ji

�i�j

Ising ferromagnet in two dimensions



E P I D E M I O L O G Y  &  P O P U L AT I O N  G E N E T I C S
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D E T E C T O R  S I M U L AT I O N

•Conceptually: Prob(detector response | particles ) 

•Implementation: Monte Carlo integration over micro-physics 

•Consequence: evaluation of the likelihood is intractable 

•
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D E T E C T O R  S I M U L AT I O N

•Conceptually: Prob(detector response | particles ) 

•Implementation: Monte Carlo integration over micro-physics 

•Consequence: evaluation of the likelihood is intractable 

•This motivates a new class of algorithms for what is called 
likelihood-free inference, which only require ability to 
generate samples from the simulation in the “forward mode” 

•
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A  C O M M O N  T H E M E
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A P P R O A C H E S  T O  L I K E L I H O O D - F R E E  I N F E R E N C E

• Approximate Bayesian 
Computation (ABC) 

• Probabilistic Programming 

• Adversarial Variational 
Optimization (AVO)

!43

Use simulator  
(much more efficiently)

Learn simulator  
(with deep learning)

• Generative Adversarial Networks (GANs), 
Variational Auto-Encoders (VAE) 

• Likelihood ratio from classifiers (CARL) 

• Autoregressive models,  
Normalizing Flows

[image credit: A.P. Goucher]

https://cp4space.wordpress.com/2016/02/06/deep-learning-with-the-analytical-engine/


L E A R N I N G  F R O M  S I M U L AT E D  D ATA
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Machine Learning
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• binary classifier: find function 
s(x) that minimizes loss: 
 
 

• i.e. approximate the optimal 
classifier 

• which is 1-to-1 with the 
likelihood ratio

L I K E L I H O O D  R AT I O  T R I C K
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p(x|H1)

p(x|H0)

s(x) =
p(x|H1)

p(x|H0) + p(x|H1)

L[s] =

Z
p(x|H0) (0� s(x))2 dx

+

Z
p(x|H1) (1� s(x))2dx

⇡
X

i

(yi � s(xi))
2
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Figure 4: Example plots for classifier output distributions for signal and background events from the academic
test sample. Shown are likelihood (upper left), PDE range search (upper right), Multilayer perceptron (MLP
– lower left) and boosted decision trees.

• TMVA tutorial: https://twiki.cern.ch/twiki/bin/view/TMVA.

• An up-to-date reference of all configuration options for the TMVA Factory, the fitters, and all
the MVA methods: http://tmva.sourceforge.net/optionRef.html.

• On request, the TMVA methods provide a help message with a brief description of the method,
and hints for improving the performance by tuning the available configuration options. The
message is printed when the option ”H” is added to the configuration string while booking
the method (switch o↵ by setting ”!H”). The very same help messages are also obtained by
clicking the “info” button on the top of the reference tables on the options reference web page:
http://tmva.sourceforge.net/optionRef.html.

• The web address of this Users Guide: http://tmva.sourceforge.net/docu/TMVAUsersGuide.pdf.

• The TMVA talk collection: http://tmva.sourceforge.net/talks.shtml.
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Figure 5: Example for the background rejection versus signal e�ciency (“ROC curve”) obtained by cutting
on the classifier outputs for the events of the test sample.

• TMVA versions in ROOT releases: http://tmva.sourceforge.net/versionRef.html.

• Direct code views via ViewVC: http://tmva.svn.sourceforge.net/viewvc/tmva/trunk/TMVA.

• Class index of TMVA in ROOT: http://root.cern.ch/root/htmldoc/TMVA Index.html.

• Please send questions and/or report problems to the tmva-users mailing list:
http://sourceforge.net/mailarchive/forum.php?forum name=tmva-users (posting messages requires
prior subscription: https://lists.sourceforge.net/lists/listinfo/tmva-users).

3 Using TMVA

A typical TMVA classification or regression analysis consists of two independent phases: the training
phase, where the multivariate methods are trained, tested and evaluated, and an application phase,
where the chosen methods are applied to the concrete classification or regression problem they have
been trained for. An overview of the code flow for these two phases as implemented in the examples
TMVAClassification.C and TMVAClassificationApplication.C (for classification – see Sec. 2.5),
and TMVARegression.C and TMVARegressionApplication.C (for regression) are sketched in Fig. 7.
Multiclass classification does not di↵er much from two class classification from a technical point of
view and di↵erences will only be highlighted where neccessary.

In the training phase, the communication of the user with the data sets and the MVA methods
is performed via a Factory object, created at the beginning of the program. The TMVA Factory
provides member functions to specify the training and test data sets, to register the discriminating

Figure 1: Left: an example of the distributions f0(s|✓) and f1(s|✓) when the classifier s is
a boosted-decision tree (BDT). Right: the corresponding ROC curve (right) for this and
other classifiers. Figures taken from TMVA manual.

These steps lead to a subsequent statistical analysis where one observes in data {xe},
where e is an event index running from 1 to n. For each event, the classifier is evaluated and
one performs inference on a parameter µ related to the presence of the signal contribution.
In particular, one forms the statistical model

p({xe} |µ, ✓) =
nY

e=1

[µf1(s(xe) | ✓) + (1 � µ) f0(s(xe) | ✓) ] , (1)

where µ = 0 is the null (background-only) hypothesis and µ > 0 is the alternate (signal-
plus-background) hypothesis.1 Typically, we are interested in inference on µ and ✓ are
nuisance parameters; though, sometimes ✓ may include some components that we are also
wish to infer (like the mass of a new particle that a↵ects the distribution x for the signal
events).

1.2 Comments on typical usage of machine learning in HEP

Nuisance parameters are an after thought in the typical usage of machine learning in HEP.
In fact, most machine learning discussions would only consider f0(x) and f1(x). However,
as experimentalists we know that we must account for various forms of systematic uncer-
tainty, parametrized by ✓. In practice, we take the classifier as fixed and then propagate
uncertainty through the classifier as in Eq. 1. Building the distribution f(s(x)|✓) for values
of ✓ other than the nominal ✓0 used to train the classifier can be thought of as a calibration

1Sometimes there is an additional Poisson term when expected number of signal and background events
is known.

2

s        

⇡ 1

N

NX

i=1

(yi � s(xi))
2
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•A binary classifier approximates 

•Which is one-to-one with the likelihood ratio  

•Can do the same thing for any two points θ₀ & θ₁ in 
parameter space Θ. I call this a parametrized classifier 
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s(x; ✓0, ✓1) =
p(x|✓1)

p(x|✓0) + p(x|✓1)

K.C., G. Louppe, J. Pavez: Approximating Likelihood Ratios with Calibrated Discriminative Classifiers [arXiv:1506.02169]

s(x) =
p(x|H1)

p(x|H0) + p(x|H1)

p(x|y = 0)

p(x|y = 1)
= 1� 1

s(x)

p(x|H1)

p(x|H0)

http://arxiv.org/abs/1506.02169
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Figure 5: Illustration of some key concepts with a one-dimensional Gaussian toy example. Left:
classifiers trained to distinguish two sets of events generated from different hypotheses (green dots)
converge to an optimal decision function s(x|✓0, ✓1) (in red) given in Eq. (17). This lets us extract
the likelihood ratio. Right: regression on the joint likelihood ratios r(xe, ze|✓0, ✓1) of the simulated

events (green dots) converges to the likelihood ratio r(x|✓0, ✓1) (red line).

2. Particle-physics structure

As we have argued in Sec. II C, particle physics processes have a specific structure that allow
us to extract additional information. Most processes satisfy the factorization of Eq. (2) with a
tractable parton-level likelihood p(z|✓). The generators do not only provide samples {xe}, but
also the corresponding parton-level momenta (latent variables) {ze} with (xe, ze) ⇠ p(x, z|✓0). By
evaluating the matrix elements at the generated momenta ze for different hypotheses ✓0 and ✓1,
we can extract the parton-level likelihood ratio p(ze|✓0)/p(ze|✓1). Since the distribution of x is
conditionally independent of the theory parameters, this is the same as the joint likelihood ratio

r(xe, zall e|✓0, ✓1) ⌘
p(xe, zdetector e, zshower e, ze|✓0)

p(xe, zdetector e, zshower e, ze|✓1)

=
p(xe|zdetector e)

p(xe|zdetector e)

p(zdetector e|zshower e)

p(zdetector e|zshower e)

p(zshower e|ze)

p(zshower e|ze)

p(ze|✓0)

p(ze|✓1)

=
p(ze|✓0)

p(ze|✓1)
. (19)

So while we cannot directly evaluate the likelihood ratio at the level of measured observables
r(x|✓0, ✓1), we can calculate the likelihood ratio for a generated event conditional on the latent
parton-level momenta.

The same is true for the score, i. e. the tangent vectors or relative change of the (log) likelihood
under infinitesimal changes of the parameters of interest. While the score t(xe|✓0) = r✓ log p(x|✓)|✓0

(a) Toy Simulator

zt x

⇡✓(zt|z<t)

p✓(x|z)

✓

t(x, z|✓)
r(x, z|✓, ✓1) ✓1

(b) Graphical Model Abstraction

Figure 1: (a) A toy simulation generalizing the Galton board where the transitions are biased left
(blue) or right (red) depending on the nail position and the value of at ✓. Two example latent
trajectories z are shown (blue and green) leading to the same observed value of x. Below, the
distribution for ✓0 = �0.8 and ✓1 = �0.6 (orange and red histograms). Finally, an example
empirical distribution from 100 runs of the simulator with ✓0 shows that the sample variance is much
larger than the differences from ✓0 vs. ✓1. (b) A graphical model representation of a density defined
implicitly by a stochastic simulator where the latent state zt evolves sequentially according to a
policy p(zt|z<t, ✓) and final observation model p(x|z, ✓). The joint score t(x, z|✓) and joint ratio
r(x, z|✓, ✓1) are tractable deterministic functions that can be extracted from the simulator code.

Often the likelihood is intractable exactly because the latent space z is enormous and it is infeasible
to explicitly calculate this integral. In real-world scientific simulators, the trajectory for a single
observation can involve many millions of latent variables.

As a motivating example, consider the simulation for a generalization of the Galton board, in which
a set of balls is dropped through a lattice of nails ending in one of several bins denoted by x.
The Galton board is commonly used to demonstrate the central limit theorem, and if the nails are
uniformly placed such that the probability of bouncing to the left is p, the sum over the latent space
is tractable analytically and the resulting distribution of x is a binomial distribution with Nrows trials
and probability p of success. However, if the nails are not uniformly placed, and the probability of
bouncing to the left is an arbitrary function of the nail position and some parameter ✓, the resulting
distribution requires an explicit sum over the latent paths z that might lead to a particular x. Such a
distribution would become intractable as Nrows, the size of the lattice of nails, increases. Figure 1a
shows an example of two latent trajectories that lead to the same x. In this toy example, the probability
p(zh, zv, ✓) of going left is given by (1�f(zv))/2+f(zv)�(5✓(zh�1/2)), where f(zv) = sin(⇡zv),
� is the sigmoid function, and zh and zv are the horizontal and vertical nail positions normalized
to [0, 1]. This leads to a non-trivial p(x|✓), which can even be bimodal. Code for simulation and
inference in this problem is available at Ref. [21].

While p(x|✓) is intractable, the joint score

t(x, z|✓0) ⌘ r✓ log p(x, z|✓)
����
✓0

. (2)

can be computed by accumulating the factors r✓ log p(zh, zv|✓) as the simulation runs forward
through its control flow conditioned on the random trajectory z. A similar trick can be applied to
extract the joint likelihood ratio

r(x, z|✓0, ✓1) ⌘
p(x, z|✓0)
p(x, z|✓1)

. (3)

2

can think of simulator 
as policy πθ in language of 
reinforcement learning
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True likelihoodWeak boson fusion, h → 4�
� Production vs decay

� hZZ decay vertex:
many angular structures

� Very clean

� Same operators as before:

OB = i
g
2
(Dµ�†

)(Dν�)Bµν OW = i
g
2
(Dµ�)†σ k

(Dν�)W k
µν

OBB = −
g′2
4
(�†�)Bµν Bµν

OWW = −
g2

4
(�†�)W k

µν W µν k

O� ,2 =
1
2
∂µ(�†�) ∂µ(�†�) OWW̃ = −

g2

4
(�†�)W k

µν W̃ µν k

� Setup as before, except:
� No backgrounds, no smearing
� L ⋅ ε = 100 fb−1
� Cuts: pT , j > 20 GeV, �η j � < 5.0, pT ,� > 10 GeV, �η� � < 2.5
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J Brehmer, J Pavez, G Louppe, K.C. PRL & PRD 2018 [arXiv:1805.00013 & arXiv:1805.00020] 
“Better Higgs Measurements Through Information Geometry” [arXiv:1612.05261] & CARL  [arxiv:1506.02169] 

(based on a 42-Dim observation x)
Es

tim
at

ed
 li

ke
lih

o
o

d

http://arxiv.org/abs/1506.02169
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J Brehmer, J Pavez, G Louppe, K.C. PRL & PRD 2018 [arXiv:1805.00013 & arXiv:1805.00020] 
“Better Higgs Measurements Through Information Geometry” [arXiv:1612.05261] & CARL  [arxiv:1506.02169] 
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Physics-Aware Machine Learning



P H Y S I C S  AT  T H E  I N T E R S E C T I O N  

•We can leverage both the power of deep learning and inject 
our expert / domain knowledge

!55

Discriminative or Generative? 

• Advantages generative models:
• Inject expert knowledge 
• Model causal relations
• Interpretable
• Data efficient
• More robust to domain shift
• Facilitate un/semi-supervised learning

-Deep Learning

-Kernel Methods

-Random Forests

-Boosting

-Bayesian Networks

-Probabilistic Programs

-Simulator Models

• Advantages discriminative models:
• Flexible map from input to target (low bias)
• Efficient training algorithms available 
• Solve the problem you are evaluating on.
• Very successful and accurate!
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Reductionist

connectome

ecology

psychology

perception

health

cosmology

nuclear & particle  
physics

climate
language

documents

protein folding

systems biology

mechanistic models 
clear causal structure

astrophysics

descriptive models 
unclear causal structure

lattice 
simulations

quantum chemistry
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connectome
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perception
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cosmology

nuclear & particle  
physics

climate
language

documents

protein folding

systems biology

mechanistic models 
clear causal structure

astrophysics

descriptive models 
unclear causal structure

Maybe AI should start with 
problems where causal structure is  

clear and mechanistic models are available?

lattice 
simulations

quantum chemistry
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G O A L S  &  S T R AT E G I E S
•Goals:  

• Use machine learning to do better science 

•Strategies: 

• Import domain knowledge into models (inductive bias) 

• Export knowledge from learned models 

• Leverage machine learning for intractable inverse problems 

• Incorporate traditional scientific concerns into the learning paradigm 

• include impact of domain shift / systematics uncertainties into objective 

• maintain an actionable, scientifically-useful notion of “interpretability” 

• use real-world data for training when possible 

• be data efficient 

• Modify codebase to facilitate use of these techniques
!59
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P O S E D  A S  Q U E S T I O N S ,  
T H E S E  S T R AT E G I E S  D E F I N E  

I N T E R E S T I N G  R E S E A R C H  
D I R E C T I O N S .



S T R AT E G I E S  &  TA C T I C S
•Strategy: Import domain knowledge into models 

• Tactic: exploit symmetries in the data  

• Tactic: exploit geometric structure of the data 

• Tactic: exploit causal structure of the generative process 

• Tactic: exploit hierarchical / compositional structure 

• Tactic: exploit Markov property of the generative process 

• Tactic: exploit tangent space of statistical manifold 

•Strategy: Export knowledge from learned models 

• Tactic: learnable components that can be interpreted 

•Strategy: maintain an actionable, scientifically-useful notion of “interpretability” 

• Tactic: compose model from reusable components that perform a specific task and can 
be individually characterized & validated
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S T R AT E G I E S  &  TA C T I C S
•Strategy: Leverage machine learning for intractable inverse problems 

• Tactic: Use the likelihood ratio trick to convert a discriminative classifier into  a density ratio 

• Tactic: Use autoregressive models & normalizing flows for conditional density estimation 

• Tactic:  Use universal probabilistic programming  

• Tactic: Approximate gradients of non-differentiable, black-box models (AVO, RELAX, …) 

•Strategy: include impact of systematics uncertainties into objective 

• Tactic: Design loss functions more relevant to scientific goals 

• Tactic: Adversarial training for continuous domain adaptation & fairness (“learning to pivot”) 

•Strategy: use real-world data for training when possible 

• Tactic: Weakly supervised learning  

•Strategy: be data efficient 

• Tactic: exploiting domain knowledge can dramatically reduce number of parameters

!61



P H Y S I C S - A W A R E  M A C H I N E  L E A R N I N G

•Physics goes into the construction of a 
“Kernel” that defines M.L. model 

• Vocabulary of kernels + grammar for 
composition = powerful modeling

!62

Structure Discovery in Nonparametric Regression through Compositional Kernel Search

cylinders. Some of their discrete graph structures have
continous analogues in our own space; e.g. SE1 ⇥ SE2

and SE1 ⇥ Per2 can be seen as mapping the data to
a plane and a cylinder, respectively.

Grosse et al. (2012) performed a greedy search over a
compositional model class for unsupervised learning,
using a grammar and a search procedure which parallel
our own. This model class contained a large number
of existing unsupervised models as special cases and
was able to discover such structure automatically from
data. Our work is tackling a similar problem, but in a
supervised setting.

5. Structure discovery in time series

To investigate our method’s ability to discover struc-
ture, we ran the kernel search on several time-series.

As discussed in section 2, a gp whose kernel is a sum
of kernels can be viewed as a sum of functions drawn
from component gps. This provides another method
of visualizing the learned structures. In particular, all
kernels in our search space can be equivalently writ-
ten as sums of products of base kernels by applying
distributivity. For example,

SE⇥ (RQ+ Lin) = SE⇥RQ+ SE⇥ Lin.

We visualize the decompositions into sums of compo-
nents using the formulae given in the appendix. The
search was run to depth 10, using the base kernels from
Section 2.

Mauna Loa atmospheric CO2 Using our method,
we analyzed records of carbon dioxide levels recorded
at the Mauna Loa observatory. Since this dataset was
analyzed in detail by Rasmussen & Williams (2006),
we can compare the kernel chosen by our method to a
kernel constructed by human experts.
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Figure 3. Posterior mean and variance for di↵erent depths

of kernel search. The dashed line marks the extent of the

dataset. In the first column, the function is only modeled

as a locally smooth function, and the extrapolation is poor.

Next, a periodic component is added, and the extrapolation

improves. At depth 3, the kernel can capture most of the

relevant structure, and is able to extrapolate reasonably.
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Figure 4. First row: The posterior on the Mauna Loa

dataset, after a search of depth 10. Subsequent rows show

the automatic decomposition of the time series. The de-

compositions shows long-term, yearly periodic, medium-

term anomaly components, and residuals, respectively. In

the third row, the scale has been changed in order to clearly

show the yearly periodic structure.
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Publishing Challenges



W H O  I S  T H E  A U D I E N C E  F O R  T H E  PA P E R S ?

•Papers that innovate new methods motivated by physics 
problems have an audience problem: 

• hard to address both ML & physics community 
simultaneously (language, motivation, background,…) 

• communities have very different styles and norms for 
what constitutes a good paper 

• Same method may also apply to other domains 

•Multiple contributions aimed at different audiences 

• targeted communication, but overlapping content
!64



M O R E  AT O M I C  P U B L I S H A B L E  U N I T S

•Abstracted Problem statement  

•Key Idea 

•Instances of problem / motivation in domain context 

•Experiments 

• toy experiments  

• pedagogical known solution 

• real-world experiments 

• replication / verification of reproducibility
!65



Examples of Physics+ML:  
A Symbiotic Relationship



I N C O R P O R AT I N G  S Y S T E M AT I C  U N C E R TA I N T Y

• Typically classifier f(x) trained to 
minimize loss Lf.  

• want classifier output to be 
insensitive to systematics 
(nuisance parameter ν) 

• introduce an adversary r that 
tries to predict ν based on f.  

• setup as a minimax game:

!67G. Louppe, M. Kagan, K. Cranmer, Learning to Pivot with Adversarial Networks [arXiv:1611.01046]

normal training adversarial training

insensitive!

ν=+1

ν=-1

ν=-1

ν=+1

ν=0

ν=+1

ν=0

ν=-1

ν=0
ν=-1

ν=+1
ν=0

ν  ν  

Objective

• Consider the value function

V (D,G ) = Ex⇠pdata [log(D(x))] + Ez⇠pnoise [log(1� D(G (z)))];

• We want to
For fixed G , find D which maximizes V (D,G ),
For fixed D, find G which minimizes V (D,G );

• In other words, we are looking for the saddle point

(D⇤,G ⇤) = max
D

min
G

V (D,G ).

6 / 13

(f⇤, r⇤) = max
r

min
f

V (f, r)

see also ATL-PHYS-PUB-2018-014



I N C O R P O R AT I N G  S Y S T E M AT I C  U N C E R TA I N T Y

• Typically classifier f(x) trained to 
minimize loss Lf.  

• want classifier output to be 
insensitive to systematics 
(nuisance parameter ν) 

• introduce an adversary r that 
tries to predict ν based on f.  

• setup as a minimax game:

!67G. Louppe, M. Kagan, K. Cranmer, Learning to Pivot with Adversarial Networks [arXiv:1611.01046]

normal training adversarial training

insensitive!

ν=+1

ν=-1

ν=-1

ν=+1

ν=0

ν=+1

ν=0

ν=-1

ν=0
ν=-1

ν=+1
ν=0

ν  ν  

Objective

• Consider the value function

V (D,G ) = Ex⇠pdata [log(D(x))] + Ez⇠pnoise [log(1� D(G (z)))];

• We want to
For fixed G , find D which maximizes V (D,G ),
For fixed D, find G which minimizes V (D,G );

• In other words, we are looking for the saddle point

(D⇤,G ⇤) = max
D

min
G

V (D,G ).

6 / 13

(f⇤, r⇤) = max
r

min
f

V (f, r)

see also ATL-PHYS-PUB-2018-014



Jet Invariant Mass [GeV]
0 50 100 150 200

N
N

 o
ut

pu
t

0

0.5

1

Z' mass=20 GeV

Z' mass=35 GeV

Z' mass=50 GeV

Z' mass=100 GeV

Z' mass=200 GeV

Z' mass=300 GeV

Adv. Trained NN

Jet Invariant Mass [GeV]
0 50 100 150 200

N
N

 o
ut

pu
t

0

0.5

1

Z' mass=20 GeV

Z' mass=35 GeV

Z' mass=50 GeV

Z' mass=100 GeV

Z' mass=200 GeV

Z' mass=300 GeV

Trad. NN

FIG. 11. Profile of the paramterized NN responses
to background versus jet mass, where the parameterized
network was evaluated at di↵erent Z0 mass hypotheses.
Top shows the response of the adversarially-trained clas-
sifier, which minimizes correlation with jet mass; bottom
shows the response of a network trained in the traditional
manner, to optimize classification accuracy.

able of interest, the jet mass. This allows the classi-
fier to enhance signal to noise ratio while minimiz-
ing the tendency of the background distribution to
morph into a shape which is degenerate with the ob-
servable signal. When the background cannot be re-
liably predicted a priori, as is often the case, it is im-
portant to be able to constrain its rate in sidebands
surrounding the signal region. Therefore, avoiding
such degeneracy is critical to performing successful
measurements.

We note that, from Fig. 8, it is clear that ap-
plying su�ciently tight cuts to the adversarial clas-
sifier causes significant background morphing, par-
ticularly when compared to the ⌧21-based discrimi-
nants. However, the solid lines of Fig. 9 illustrate
the case where the background rate is uncertain
and hence benefits from sideband constraints. We
see that the optimal significance is realized for the
adversarial classifier at a relatively high signal e�-
ciency of roughly 90%, where the background mor-
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(both traditional and adversarial training techniques),
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FIG. 13. Discovery significance for a hypothetical sig-
nal after optimizing thresholds on the output of networks
parameterized in mZ0 trained with an adversarial or tra-
ditional approaches, compared to thresholds on ⌧21, ⌧

0
21

and ⌧ 00
21 or to placing no threshold. Significance is eval-

uated for the case of 50% background uncertainty.

phing is quite limited (Fig. 7). Hence, the adversar-
ial classifier achieves its goal of optimizing the trade-
o↵ between correlation and discrimination power.

We also note that the decorrelation could poten-

9

FA I R  C L A S S I F I E R S

•Adversarial approach of 
“Learning to Pivot” can also be 
used to train a classifier that is 
independent from some other 
continuous variable.  

• fairness to continuous 
attribute 

• motivation for doing this is 
related to robustnesss to 
uncertainties and 
interpretability

!68

K.C, J. Pavez, and G. Louppe, arXiv:1506.02169 
P. Baldi, K.C, T. Faucett, P. Sadowski, D. Whiteson  arXiv:1601.07913 

G. Louppe, M. Kagan, K.C, arXiv:1611.01046 
Shimmin, et. al. arXiv:1703.03507
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phing is quite limited (Fig. 7). Hence, the adversar-
ial classifier achieves its goal of optimizing the trade-
o↵ between correlation and discrimination power.

We also note that the decorrelation could poten-

9

FA I R  C L A S S I F I E R S

•Adversarial approach of 
“Learning to Pivot” can also be 
used to train a classifier that is 
independent from some other 
continuous variable.  

• fairness to continuous 
attribute 

• motivation for doing this is 
related to robustnesss to 
uncertainties and 
interpretability
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Complex computer simulators are increasingly used across fields of science as generative models
tying parameters of an underlying theory to experimental observations. Inference in this setup is
often di�cult, as simulators rarely admit a tractable density or likelihood function. We introduce
Adversarial Variational Optimization (AVO), a likelihood-free inference algorithm for fitting a non-
di↵erentiable generative model incorporating ideas from empirical Bayes and variational inference.
We adapt the training procedure of generative adversarial networks by replacing the di↵erentiable
generative network with a domain-specific simulator. We solve the resulting non-di↵erentiable mini-
max problem by minimizing variational upper bounds of the two adversarial objectives. E↵ectively,
the procedure results in learning a proposal distribution over simulator parameters, such that the
corresponding marginal distribution of the generated data matches the observations. We present
results of the method with simulators producing both discrete and continuous data.

I. INTRODUCTION

In many fields of science such as particle physics, epi-
demiology, and population genetics, computer simulators
are used to describe complex data generation processes.
These simulators relate observations x to the parame-
ters ✓ of an underlying theory or mechanistic model.
In most cases, these simulators are specified as proce-
dural implementations of forward, stochastic processes
involving latent variables z. Rarely do these simulators
admit a tractable density (or likelihood) p(x|✓). The
prevalence and significance of this problem has motivated
an active research e↵ort in so-called likelihood-free infer-
ence algorithms such as Approximate Bayesian Compu-
tation (ABC) and density estimation-by-comparison al-
gorithms [1–6].

In parallel, with the introduction of variational auto-
encoders [7] and generative adversarial networks [8],
there has been a vibrant research program around im-
plicit generative models based on neural networks [9].
While some of these models also do not admit a tractable
density, they are all di↵erentiable by construction. In ad-
dition, generative models based on neural networks are
highly parametrized and the model parameters have no
obvious interpretation. In contrast, scientific simulators
can be thought of as highly regularized generative mod-
els as they typically have relatively few parameters and
they are endowed with some level of interpretation. In
this setting, inference on the model parameters ✓ is often
of more interest than the latent variables z.

In this note, we develop two likelihood-free inference al-
gorithms for non-di↵erentiable, implicit generative mod-
els. The first allows us to perform empirical Bayes
through variational inference, and the second provides
a point estimator of the parameters ✓. We adapt the
adversarial training procedure of generative adversarial
networks [8] by replacing the implicit generative network
with a domain-based scientific simulator, and solve the
resulting non-di↵erentiable minimax problem by mini-
mizing variational upper bounds [10, 11] of the adver-
sarial objectives. The objective of both algorithms is to

match marginal distribution of the generated data to the
empirical distribution of the observations.

II. PROBLEM STATEMENT

We consider a family of parametrized densities p(x|✓)
defined implicitly through the simulation of a stochas-
tic generative process, where x 2 Rd is the data and ✓
are the parameters of interest. The simulation may in-
volve some complicated latent process where z 2 Z is a
latent variable providing an external source of random-
ness. Unlike implicit generative models defined by neural
networks, we do not assume z to be a fixed-size vector
with a simple density. Instead, the dimension of z and
the nature of its components (uniform, normal, discrete,
continuous, etc.) are inherited from the control flow of
the simulation code and may depend on ✓ in some in-
tricate way. Moreover, the dimension of z may be much
larger than the dimension of x.
We assume that the stochastic generative process that

defines p(x|✓) is specified through a non-di↵erentiable
deterministic function g(·;✓) : Z ! Rd. Operationally,

x ⇠ p(x|✓) ⌘ z ⇠ p(z|✓),x = g(z;✓) (1)

such that the density p(x|✓) can be written as

p(x|✓) =
Z

{z:g(z;✓)=x}
p(z|✓)µ(dz), (2)

where µ is a probability measure.
Given some observed data {xi|i = 1, . . . , N} drawn

from the (unknown) true distribution pr(x), our goal is to
estimate the parameters ✓⇤ that minimize the divergence
between pr(x) and the implicit model p(x|✓). That is,

✓⇤ = argmin
✓

⇢(pr(x), p(x|✓)), (3)

where ⇢ is some distance or divergence.

G. Louppe & K.C. arXiv:1707.07113
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4 Variational Family i Fourier Basis

Consider an orthonormal basis of function �i(x). For instance we consider Fourier modes in the

interval [�L,L]:
1

p
2L

,
1

p
L
sin(i⇡x/L),

1
p
L
cos(i⇡x/L), for i > 0 (23)

A complete orthonormal set of eigenstates of the hamiltonian {|ni} can be expanded on this basis

 (n)(x) ⌘ hx|ni = a(n)i �i(x) (24)

so that (all wavefunctions can be defined to be real)

X

i

a(n)i a(m)
i = �nm (25)

L[⇢̃] =
X

(xi,x0
i)⇠⇢(x,x0)

"
X

i

� log �̃i  ̃i(xi) ̃
⇤
i (x

0
i)

#
+ C

X

i<j

X

k

a(i)k a(j)k (26)

5 Orthonormal Basis

Naively we would like both �s and  s to be the output of a NN. Enforcing that  is are normalized

looks feasible, for instance we could parametrize

 i(x) =
p
ri(x)e

i�i(x) (27)

so that
R
| i(x)|2 =

R
ri(x) and we can enforce normalization by having ri being a normalizing

flow. But what about the orthogonality? We could simplify things even more by discretizing x.

Integrals are now sums and Eq. 9 is now the requirement of a matrix being unitary. So we would

like a NN enforcing that. One restricted way to do this is for instance here: Bengio et al 1511.06464

6 Simple Harmonic Oscillator

hx|⇢|x0i =
sinh(T/2)p
⇡/2 sinhT

exp


�
1

2
(x2 + x0 2) cothT +

xx0

sinhT

�
(28)

4

•Use path integral to sample 

•Minimize the following loss function
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– J O H N N Y  A P P L E S E E D

Backdrop: Stochastic Backpropagation



E S T I M AT I N G  C O S M O L O G I C A L  PA R A M E T E R S

•Simulations are expensive, very few training 
examples 

• each one is huge, crop into smaller boxes 

• cropping looses larger scale structure
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Abstract
A grand challenge of the 21st century cosmol-
ogy is to accurately estimate the cosmological
parameters of our Universe. A major approach
in estimating the cosmological parameters is to
use the large scale matter distribution of the Uni-
verse. Galaxy surveys provide the means to map
out cosmic large-scale structure in three dimen-
sions. Information about galaxy locations is typ-
ically summarized in a “single” function of scale,
such as the galaxy correlation function or power-
spectrum. We show that it is possible to estimate
these cosmological parameters directly from the
distribution of matter. This paper presents the
application of deep 3D convolutional networks
to volumetric representation of dark-matter sim-
ulations as well as the results obtained using a
recently proposed distribution regression frame-
work, showing that machine learning techniques
are comparable to, and can sometimes outper-
form, maximum-likelihood point estimates using
“cosmological models”. This opens the way to
estimating the parameters of our Universe with
higher accuracy.

1. Introduction
The 21st century has brought us tools and methods to ob-
serve and analyze the Universe in far greater detail than
before, allowing us to deeply probe the fundamental prop-
erties of cosmology. We have a suite of cosmological ob-
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Figure 1. Dark matter distribution in three cubes produced using
different sets of parameters. Each cube is divided into small sub-
cubes for training and prediction. Note that although cubes in
this figure are produced using very different cosmological param-
eters in our constrained sampled set, the effect is not visually dis-
cernible.

servations that allow us to make serious inroads to the un-
derstanding of our own universe, including the cosmic mi-
crowave background (CMB) (Planck Collaboration et al.,
2015; Hinshaw et al., 2013), supernovae (Perlmutter et al.,
1999; Riess et al., 1998) and the large scale structure of
galaxies and galaxy clusters (Cole et al., 2005; Anderson
et al., 2014; Parkinson et al., 2012). In particular, large
scale structure involves measuring the positions and other
properties of bright sources in great volumes of the sky.
The amount of information is overwhelming, and modern
methods in machine learning and statistics can play an in-
creasingly important role in modern cosmology. For ex-
ample, the common method to compare large scale struc-
ture observation and theory is to compare the compressed
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Figure 6. The architecture of our 3D conv-net. The model has six
convolutional and 3 fully connected layers. The first two convolu-
tional layers are followed by average pooling. All layers, except
the final layer, use leaky rectified linear units, and all the convo-
lutional layers use batch-normalization (b.n.).

learn a meaningful model using max-pooling (which is of-
ten used for image processing tasks). One explanation
is that with the combination of ReLU and average pool-
ing, activity at higher layers of the conv-net signifies the
weighted sum of the dark-matter mass at particular regions
of the cube. This information (total mass in a region) is
lost when using max-pooling. Here, both pooling layers
are sub-sampling by a factor of two along each dimension.

III) Batch normalization (Ioffe & Szegedy, 2015) is nec-
essary to undo the internal covariate shift and stabilize the
gradient calculations. The basic idea is to normalize the
output of each layer –with an online estimate of mean and
variance for all the training data at that layer– before apply-
ing the non-linearity. 11

Regularization is enforced by “drop-out” at fully connected
layers, where 50% of units are ignored during each ac-
tivation, in order to reduce overfitting by preventing co-
adaptation (Hinton et al., 2012). For training with back-
propagation, we use Adam (Kingma & Ba, 2014) with a
learning rate of .0005 and first and second moment expo-
nential decay rate of .9 and .999, respectively.

3.4.1. VISUALIZATION

A common approach to visualizing the representation
learned by a deep neural network is to maximize the acti-

11Without using batch-normalization, we observed shooting
gradients early during the training.Batch-normalization would not
be critical in a more shallow network. However, we observe con-
sistent –although sometimes marginal– improvement by increas-
ing the number of layers in our conv-net up to its current value.
In using batch-normalization, we normalize the values across all
the voxels of each feature-map. However, since due to memory
constraints the number of training instances in each mini-batch
is limited, batch-normalization across the fully connected layers
introduces relatively large oscillations during learning. For this
reason, we limit the batch-normalization to convolutional layers.

Figure 7. (top) visualization of inputs that maximize the activa-
tion of 7/1024 units (corresponding to seven rows) at the first fully
connected layer. In this figure, we have unwrapped the maximiz-
ing input sub-cubes for better visualization. (bottom) magnified
portion of the top row.

vation of a particular unit while treating the input X as the
optimization variable (Erhan et al., 2009; Simonyan et al.,
2013)

X⇤ = argmax
X

s.t. Xl,i kXk2  ⇣

where Xl,i is the ith unit at layer l of the conv-net and
⇣ > 0 is a constant. Figure 7 shows the representation
learned by seven units at the first fully connected layer of
our model.12 The visualization suggests that the conv-net
has learned to identify various patterns involving periodic
concentration of mass as a key feature in predicting ⌦m and
�8.

3.5. Estimating the Redshift

We applied the conv-net of the previous section to estimate
the redshift in our second dataset. Since this is an easier
task, we removed two fully connected layers, without los-
ing prediction power. All the other settings in training are
kept the same. For this dataset we could also obtain good
results using the Double-Basis Estimator, described in the
following section.

3.5.1. DISTRIBUTION TO REAL REGRESSION

We analyzed the use of distribution-to-real regression
(Póczos et al., 2013) and the Double-Basis Estimator (2BE)
(Oliva et al., 2014) for predicting cosmological parameters.
Here, we take sub-cubes of simulation snapshots to be sam-
ple sets from an underlying distribution, and regress a map-
ping that maps the underlying distribution to a real-value
(in this case the redshift of the simulation snapshot). In
other words, we consider our data to be D = {(Xi, Yi)}Ni=1,
where Xi = {Xij 2 R3}ni

j=1
iid⇠ Pi. We look to estimate a

mapping Yi = f(Pi) + ✏i, where ✏i is a noise term (Oliva
et al., 2014).

Roughly speaking, the 2BE operates in an approximate pri-
12Since the input to our conv-net is a distribution it seems more

appropriate to bound X by kXk1 = 1 and Xi > 0 8i. How-
ever, using penalty method for this optimization did not produce
visually meaningful features.
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two-point correlation function of the observation with the
theoretical prediction (which is only correct up to a certain
physical separation scale). We argue here that there may be
a better way to make this comparison.

The best model of the Universe is currently described by
less than 10 parameters in the standard ⇤CDM cosmol-
ogy model, where CDM stands for cold dark matter and ⇤
stands for the cosmological constant. The ⇤CDM param-
eters that are important for this analysis include the matter
density ⌦m ⇡ 0.3 (normal matter and dark matter together
constitute ⇠ 30% of the energy content of the Universe),
the dark energy density ⌦� ⇡ 0.7 (⇠70% of the energy
content of the Universe is a dark energy substance that
pushes the content of the universe apart), the variance in
the matter over densities �8 ⇡ 0.8 (measured on the matter
power spectrum smoothed over 8 h�1Mpc spheres), and
the current Hubble parameter H0 = 100h ⇡ 70km/s/Mpc
(which describes the present rate of expansion of the Uni-
verse). ⇤CDM also assumes a flat geometry for the Uni-
verse, which requires ⌦⇤ = 1 � ⌦m (Dodelson, 2003).
Note that the unit of distance megaparsec/h ( h�1Mpc )
used above is time-dependent, where 1Mpc is equivalent
to 3.26⇥106 light years and h is the dimensionless Hubble
parameter that accounts for the expansion of the universe.

The expansion of the Universe stretches the wavelength,
or redshifts, the light that is emitted from distant galax-
ies, with the amount of change in wavelength depending
on their distances and the cosmological parameters. Con-
sequently, for a fixed cosmology we can use the directly
observed redshift z of galaxies as a proxy for their distance
away from us and/or the time at which the light was emit-
ted.

Here, we present a first attempt at using advanced ma-
chine learning to predict cosmological parameters directly
from the distribution of matter. The final goal is to apply
such models to produce better estimates for cosmological
parameters in our Universe. In the following, Section 2
presents our main results. Section 3 elaborates on the simu-
lation and cosmological analysis procedures as well as ma-
chine learning techniques used to obtain these estimates.

2. Results
To build the computational model, we rely on direct dark
matter simulations produced using different cosmological
parameters and random seeds. We sample these parame-
ters within a very narrow range that reflects the uncertainty
of our current best estimates of these parameters for our
universe from real data, in particular the Planck Collabo-
ration et al. (2015) CMB observations. Our objective is to
show that it is possible to further improve the estimates in
this range, for simulated data, using a deep convolutional

Figure 2. Prediction and ground truth of ⌦m and �8 using 3D
conv-net and analysis of the power-spectrum on 50 test cube in-
stances.

neural network (conv-net).

We consider two sets of simulations: the first set contains
only one snapshot of the dark matter distribution at the
present day. The following cosmological parameters are
varied across simulations: I) mass density ⌦m; II) �8 (or
alternatively, the amplitude of the primordial power spec-
trum, As, which can be used to predict �8).

Here, each training and test instance is the output of an
N-body simulation with millions of particles in a box or
“cube” that is tens of h�1Mpc across. All the simulations
in this dataset are recorded at the present day – i.e., redshift
z = 0. Figure 1 shows three cubes with their corresponding
cosmological parameters. As is evident from this figure,
distinguishing the constants using visual clues is challeng-
ing. Importantly, there is substantial variation among cubes
even with similar cosmological parameters, since the initial
conditions are chosen randomly in each simulation. In all
experiments, we use 90% of the data for training and the
remaining 10% for testing.

We compare the performance of the conv-net to a stan-
dard cosmology analysis based on the standard maximum
likelihood fit to the matter power spectrum (Dodelson,
2003). Figure 2 presents our main result, the prediction
versus the ground truth for the cosmological parameters us-
ing both methods. We find that the maximum likelihood
prediction for (�8,⌦m) has an average relative error of
(0.013, 0.072), respectively.1 In comparison, the conv-net
has an average relative error of (0.012, 0.028), which has
a clear advantage in predicting ⌦m. Predictions for conv-
net are the mean-value of the predictions on smaller 128
h�1Mpc sub-cubes. On these sub-cubes, the conv-net has
a relatively small standard deviation of (0.0044, 0.0032),
indicating only small variations in predictions using much
smaller sub-cubes. We have not performed a maximum
likelihood estimate on these small sub-cubes, since the

1Relative error for ground truth ⌦m and the prediction b⌦m are
defined as

⇣
|⌦m � b⌦m|

⌘
/⌦m.
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Numerical lattice quantum chromodynamics studies of the strong interaction are important
in many aspects of particle and nuclear physics. Such studies require significant computing
resources to undertake. A number of proposed methods promise improved e�ciency of lattice
calculations, and access to regions of parameter space that are currently computationally in-
tractable, via multi-scale action-matching approaches that necessitate parametric regression
of generated lattice datasets. The applicability of machine learning to this regression task is
investigated, with deep neural networks found to provide an e�cient solution even in cases
where approaches such as principal component analysis fail. The high information content
and complex symmetries inherent in lattice QCD datasets require custom neural network
layers to be introduced and present opportunities for further development.

PACS numbers: 11.15.Ha, 12.38.Gc,

I. INTRODUCTION

Lattice quantum chromodynamics (LQCD) [1] is a well established numerical method [2, 3] used
to study quantum chromodynamics (QCD), the theory of the strong interaction. A central part
of the Standard Model (SM) of nuclear and particle physics, strong interactions bind quarks and
gluons into protons and nuclei, and dictate the emergence of complex nuclear structure in nature.
High-precision LQCD calculations are important in determining the parameters of the SM and
guide searches for evidence of new physics beyond it [4]. Recent LQCD calculations also provide
new insights into the quark and gluon structure of protons [5] and the structure and interactions
of light nuclei [6, 7]. Similarly, LQCD calculations have enabled investigations of QCD matter at
extreme temperatures, and e↵orts to understand QCD matter at high density are underway [8].
These calculations are extremely computationally demanding, consuming significant fractions of
the computational resources that are available for scientific research worldwide.

LQCD calculations are performed on a discrete 4-dimensional space-time grid (typically a hy-
percubic lattice), and use Monte-Carlo importance sampling [9] to determine the dynamics of the
quark and gluon fields defined on this space. Achieving physical results requires a series of cal-
culations at di↵erent discretisation scales (referred to as the lattice spacing), and di↵erent lattice
volumes, and a subsequent extrapolation to the continuum (where the discretisation vanishes) and
infinite volume limits. Particularly challenging is the approach to the continuum limit; the com-
putational cost of the Hybrid Monte-Carlo (HMC) algorithm [10] typically used scales with a high
inverse power of the lattice spacing, a, approximately a

�z with z > 6 for a fixed physical lattice
volume [11]. Known as critical slowing down, this occurs because of the quasi-local nature of the
HMC updating procedure, requiring an increasing number of steps to update physics on a fixed
physical volume as the lattice spacing decreases. A number of methods attempt to circumvent this
issue by acting at multiple physical length scales. Examples include perfect actions [12–15] that
aim to achieve almost-continuum physics at finite lattice spacings, and multi-scale thermalisation
techniques [16–21]. Such approaches require careful renormalisation group matching [22, 23] of the
LQCD actions defined at di↵erent scales such that they describe the same long-distance physics.
An essential challenge is to solve the parametric regression task: Which action parameters best
represent the coarse-scale physics of an ensemble of samples generated at a finer resolution, and
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FIG. 11: Predictions of � and m0 on validation ensembles at the same parameter values as the training
ensembles. The stars in the left panel denote the parameters used to generate the ensembles, while the
ellipses show the one-standard deviation confidence interval of the predictions for the validation ensembles.
The same validation data are shown as histograms in the right figure, with the intersections of the grid lines
indicating the parameters used for ensemble generation.

A simple fully-connected neural network structure, represented graphically in Fig. 10, was
trained on the regression task6. The network was initialised by setting the biases to zero and
the weights to a truncated normal distribution centred at zero with a width of 0.02. A tanh ac-
tivation function was applied to the nodes in each layer, as well as an L2 regulariser with weight
decay set to 0.001. Dropout [62–64] was also applied to each layer. While many variations of the
network structure were investigated, a systematic hyperparameter tuning was not undertaken due
to computational limitations. In general, it was found that fewer hidden units and layers than in
the illustrated network led to less optimal minima of the loss function, while a greater number did
not appreciably change the outcome. Dropouts in the range 0.3–0.6 were required to eliminate
over-fitting. A range of regularisation prescriptions and hyperparameters, as well as a range of
activations including tanh, reLU [65–67], and sigmoid were studied. The Adam optimiser [68]
reached the minimum loss with less training than stochastic gradient descent (SGD), and a loss
function based on least absolute deviations (L1) rather than least square errors (L2), performed
better.

The predictions of the best-performing network for the held-out validation data are shown in
Fig. 11. While these results appear to signal the success of this approach, the generalisation ability
of the network, i.e., its ability to interpolate in parameter space, is poor. In particular:

• New ensembles, even those in the 10 ensembles of Set F, generated from separate HMC
streams but with the same {�,m0} as one of the training ensembles, were predicted to sit at
the average � and m0 values of all ensembles included in training. This indicates that the
network did not succeed in learning the gauge-invariance properties of lattice QCD gauge
fields, nor in parametrising the parameter space of the grid of ensembles;

6 The open source packages tensorflow and tflearn were used to to implement all neural networks and are available
from https://www.tensorflow.org and http://tflearn.org, respectively.

https://arxiv.org/abs/1801.05784
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where Mp are the backdrop masking layers defined in Eqs. (1) and (2). In this way we can benefit
from two different effective batch sizes in a consistent manner and avoid the aforementioned trade-off
between LXE and Ldist.

We train 10 models in each configuration given by batch sizes ranging from 32 to 2048 with pX , pD
ranging from 0 to 0.97. The results of this experiment are reported in Fig 4. Let us first consider the
performance of the network without backdrop as a function of the minibatch size (Fig 4a purple lines).
The solid lines denote Ldist evaluated on the entire test dataset and the dashed lines are the average of
Ldist evaluated on minibatches, which we denote as LMB

dist. Indeed we see that LMB
dist becomes smaller

as we train the network with smaller minibatches, however, Ldist remains roughly the same, implying
that LMB

dist becomes a poorer estimator of Ldist as batch sizes get smaller. As claimed, minibatch
SGD does not benefit this optimization task.

(a) Test Ldist vs. batch size. (b) Test LXE , batch size 2048. (c) Test Ldist, batch size 2048

Figure 4: The results of the CIFAR10 experiment with non-decomposable loss. The solid lines in (a) denote
Ldist and the dashed lines represent LMB

dist, the average of Ldist evaluated on minibatches.

Training the network with backdrop however, results in significant gains. In Figs 4b and 4c, we see
the test results for LXE and Ldist as a function of pX and pD i.e. the mask probabilities applied
to LXE and Ldist respectively (Eq. (4)). Note that increasing pX and pD generally reduces both
losses but are more effective in reducing the loss function which they are directly masking. We note
that at batch size 2048, the best performance of the network is achieved with masking probabilities
(pX ; pD) = (0.94; 0.97).

3.2 Backdrop on subsamples

The second class of problems where backdrop can have a significant impact are those where each
sample has a hierarchical structure with multiple subsamples at each level of the hierarchy. There are
many cases where this situation arises naturally. Image classification, time series analysis, translation
and natural language processing all have intricate hierarchical subsample structure and we would like
to be able to take advantage of this during training. In this section we provide three examples which
demonstrate how backdrop takes advantage of this hierarchical subsample structure.

(a) Small scale GP (b) Large scale GP (c) Final image

Figure 5: Each sample in the two-scale GP dataset is the convolution of two GP processes with different scales.

Gaussian process textures. For our first example, we created a flexible synthetic texture dataset
generator using Gaussian processes (GPs). The classes of any generated dataset are created by taking
the convolution of a small-scale GP (5a) and a large-scale GP (5b) resulting in a 2-scale hierarchical
structure (5c). In simple terms, each sample is comprised of a number of large blobs, each of which
contains many much smaller blobs. Because of this hierarchical structure and the many realizations
at each scale of the hierarchy, this dataset generator is the ideal test bed for our discussion. The
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generator also provides the flexibility to tune the difficulty of the problem via changing the individual
correlation lengths as well as the number of subsample hierarchies.

A naive approach to problems with many realizations of the subsamples would be to crop each
training sample into smaller images corresponding to the subsample sizes. In this multi-scale problem
however, cropping is problematic. If we crop at the scale of the larger blobs, we are not fully taking
advantage of the subsample structure of the smaller blobs. Whereas if we crop at the scale of the
smaller blobs we destroy the large scale structure of the data. Furthermore, in many problems the
precise subsample structure of the data is not known, making this cropping approach even harder to
implement.

Conv
Conv

Max Pool
Max PoolMask 1

Mask 2 Avg Pool

Figure 6: Cartoon of a masked convolutional network with masking layers at two different scales. The masking
layers are transparent during the forward pass (solid lines) but block some percentage of the gradients during the
backward pass (denoted by the dashed lines). The exact number of convolution, max pool and masking layers
for each experiment is given in Tab. 1.

Backdrop provides an elegant solution to this problem. We utilize a convolutional network which takes
the entirety of each image as input. In order to take advantage of the hierarchical subsample structure,
we use two masking layers Mpl and Mps respectively for the long and short range fluctuations. We
insert these at positions along the network which correspond to convolution layers whose receptor
field is roughly equal to the scale of the blobs (Fig. 6). This will result in a gradient update rule
which updates the weights of the coarser feature detector convolutional layers according to a subset
of the larger GP patches and will update the weights of the finer feature detector layers according
to a subset of the small GP patches. pl and ps respectively determine how many of the large and
small patches will be dropped during gradient computation. We therefore expect the classification
accuracy of the different scales to change based on the two masking probabilities. Note that unlike
cropping, this does not require knowing the exact size of the blobs. Firstly, since the network takes
the entire image as an input, it will not lose classification power if we underestimate the size of the
blobs. Furthermore, even if we have no idea about the structure of the data we can insert masking
layers at more positions corresponding to a variety of receptor field sizes and use their respective
masking probabilities as a hyper-parameter.

(ps, pl) Total Small Large

(0, 0) 45.9 64.7 74.1

(0, 0.75) 54.1 67.4 82.9
(0, 0.94) 49.1 55.3 88.2
(0.99, 0) 57.1 77.9 73.8

(0.999, 0) 57.4 68.2 84.1

(0.99, 0.75) 53.5 55.0 98.2

(0.99, 0.94) 66.2 78.7 84.6
(0.999, 0.75) 54.7 61.5 88.8
(0.999, 0.94) 55.0 58.5 95.0

512⇥ 512 crop 45.3 50.9 87.9
256⇥ 256 crop 34.3 53.9 55.3

Table 2: Classification accuracy of the
small and large scales and overall accuracy
and comparison with cropping.

To highlight the improvements derived from backdrop mask-
ing, we treat this problem as a one-shot learning classifi-
cation task, where each class has a single large training
example. Each sample is a 1024 ⇥ 1024 monochrome im-
age and the 4 different classes of the dataset have (small,
large) GP scales corresponding to (9.5, 80), (10, 80), (9.5,
140) and (10, 140) pixels [8]. The details of the network
structure used are given in Tab. 1. In particular, the large
masking layer acts on a 4 ⇥ 4 spatial lattice correspond-
ing to patches of size 256 ⇥ 256 and the small masking
layer acts on a 64⇥ 64 lattice corresponding to patches of
size 16⇥ 16. We train 10 models for masking probabilities
pl 2 {0, 0.75, 0.94}, corresponding to keeping all, 4 or only
one of the 16 large patches and ps 2 {0, 0.99, 0.999} which
correspond to keeping all, 40 or 4 of the 642 small patches
for gradient computation. We refrain from random cropping, flipping or any other type of data aug-
mentation to keep the one-shot learning spirit of the problem where in many cases data augmentation
is not possible.
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The results of the experiment, evaluated on 100 test images can be seen in Tab. 2. We report the total
classification accuracy, as well as the accuracy for correctly classifying each scale while ignoring
the other. For reference, random guessing would yield 25% and 50% for total and scale-specific
accuracies. We see that training with backdrop dramatically increases classification accuracy. Note
that for networks trained with a single masking layer, classification is improved for the scale at which
the masking is taking place, i.e. if we are masking the larger patches, the large scale classification
is improved. The best performance is achieved with both masking layers present. However, we
also see that having both masking layers at high masking probabilities can lead to a deterioration
in classification performance. For comparison, we also provide the results of training the network
with 512⇥ 512 and 256⇥ 256 fixed-location cropping augmentation, i.e. we respectively chop each
training sample up into 4 or 16 equal sized images and train the network on these smaller sized
images. With 512⇥ 512 cropping, the large scale discrimination power increases but this comes at
the cost of the small scale discrimination power. The situation is worse with the tighter 256⇥ 256
crops, where the network is doing little better than random guessing.

Figure 7: Test accuracy vs. mask probability p
for different batch sizes.

Ponce texture dataset. The second example we
consider is the Ponce texture dataset [20], which con-
sists of 25 texture classes each with 40 samples of
400 ⇥ 300 monochrome images. In this case, the hi-
erarchical subsamples are still present but the exact
structure of the data is less apparent compared to the
GPs considered above. For training, we use 475 sam-
ples keeping the remaining 525 samples as a test set.
We use a convolutional neural net similar to the pre-
vious example but with a single backdrop layer which
masks patches that are roughly 70⇥ 60 pixels in size.
The details of the model are given in Tab. 1.

We train 25 models with batch sizes ranging from 8 to 256 and masking probabilities ranging from
0 to 93.75% (roughly equivalent to keeping all the patches to keeping only 2 out of the 30 patches
during gradient evaluation). The results of the experiment are reported in Fig. 7. For every value of
the batch size, test performance improves as we increase the masking probability, but the gains are
more pronounced for larger batch sizes. The best performance of the network is achieved by using
small minibatches with high masking probability.

Figure 8: Samples from the Ponce texture dataset.

CIFAR10. Finally, we would like to demonstrate that even when the dataset does not have any
apparent subsample structure, it is still possible to take advantage of generalization improvements
provided by backdrop masking if we employ a network that implicitly defines such a structure. We
demonstrate this using the task of image classification on the CIFAR10 dataset.

Figure 9: Ratio of test loss with backdrop to test
loss without backdrop vs. mask probability p.

We employ the all-convolutional network structure
introduced in [30] with the slight modification that we
use batch-normalization after all convolutional layers.
The details of the model are given in Tab. 1. This
model has a similar structure to the other models used
in this section in that its output is a 6⇥ 6 classification
heatmap (akin to semantic segmentation models) and
the final classification decision is made by taking an
average of this heatmap. The fact that this model
works well (it achieves state of the art performance if
trained with data augmentation), implies that each of
the 6 ⇥ 6 points on the heatmap has a receptor field
that is large enough for the purpose of classification.
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Figure 2: An illustration of the deep convolutional neural network architecture. The first

layer is the input jet image, followed by three convolutional layers, a dense layer and an

output layer.

would be much slower. There are many options for a smaller set of channels. For example,

one could consider one channel for hadrons and one for leptons, or channels for positively

charged, neutral and negatively charged particles. To be concrete, in this study we take three

input channels:

red = transverse momenta of charged particles

green = the transverse momenta of neutral particles

blue = charged particle multiplicity

– 9 –
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is more di↵use for the QCD background which consists largely of gluon jets, which have an octet
radiation pattern, compared to the singlet radiation pattern of the W jets, where the radiation is
mostly restricted to the region between the two hard cores.
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Figure 2: The average jet image for signal W jets (top) and background QCD jets (bottom) before
(left) and after (right) applying the rotation, re-pixelation, and inversion steps of the pre-processing.
The average is taken over images of jets with 240 GeV < pT < 260 GeV and 65 GeV < mass < 95 GeV.

One standard pre-processing step that is often additionally applied in Computer Vision tasks is
normalization. A common normalization scheme is the L

2 norm such that
P

I
2
i = 1 where Ii is the

intensity of pixel i. This is particularly useful for the jet images where pixel intensities can span many
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is more di↵use for the QCD background which consists largely of gluon jets, which have an octet
radiation pattern, compared to the singlet radiation pattern of the W jets, where the radiation is
mostly restricted to the region between the two hard cores.
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Figure 2: The average jet image for signal W jets (top) and background QCD jets (bottom) before
(left) and after (right) applying the rotation, re-pixelation, and inversion steps of the pre-processing.
The average is taken over images of jets with 240 GeV < pT < 260 GeV and 65 GeV < mass < 95 GeV.

One standard pre-processing step that is often additionally applied in Computer Vision tasks is
normalization. A common normalization scheme is the L

2 norm such that
P

I
2
i = 1 where Ii is the

intensity of pixel i. This is particularly useful for the jet images where pixel intensities can span many
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FIG. 3. Jet classification performance for various input rep-
resentations of the RNN classifier, using kt topologies for the
embedding. The plot shows that there is significant improve-
ment from removing the image processing step and that sig-
nificant gains can be made with more accurate measurements
of the 4-momenta.

FIG. 4. Jet classification performance of the RNN classifier
based on various network topologies for the embedding (par-
ticles scenario). This plot shows that topology is significant,
as supported by the fact that results for kt, C/A and desc-pT
topologies improve over results for anti-kt, asc-pT and random
binary trees. Best results are achieved for C/A and desc-pT
topologies, depending on the metric considered.

further supported by the poor performance of the random
binary tree topology. We expected however that a simple
sequence (represented as a degenerate binary tree) based
on ascending and descending pT ordering would not per-
form particularly well, particularly since the topology
does not use any angular information. Surprisingly, the
simple descending pT ordering slightly outperforms the
RNNs based on kt and C/A topologies. The descending
pT network has the highest pT 4-momenta near the root
of the tree, which we expect to be the most important.
We suspect this is the reason that the descending pT out-
performs the ascending pT ordering on particles, but this
is not supported by the performance on towers. A similar
observation was already made in the context of natural
languages [24–26], where tree-based models have at best
only slightly outperformed simpler sequence-based net-
works. While recursive networks appear as a principled
choice, it is conjectured that recurrent networks may in
fact be able to discover and implicitly use recursive com-
positional structure by themselves, without supervision.
d. Gating The last factor that we varied was

whether or not to incorporate gating in the RNN. Adding
gating increases the number of parameters to 48,761, but
this is still about 20 times smaller than the number of
parameters in the MaxOut architectures used in previ-
ous jet image studies. Table I shows the performance of
the various RNN topologies with gating. While results
improve significantly with gating, most notably in terms
of R✏=50%, the trends in terms of topologies remain un-
changed.
e. Other variants Finally, we also considered a num-

ber of other variants. For example, we jointly trained
a classifier with the concatenated embeddings obtained
over kt and anti-kt topologies, but saw no significant
performance gain. We also tested the performance of
recursive activations transferred across topologies. For
instance, we used the recursive activation learned with
a kt topology when applied to an anti-kt topology and
observed a significant loss in performance. We also con-
sidered particle and tower level inputs with an additional
trimming preprocessing step, which was used for the jet
image studies, but we saw a significant loss in perfor-
mance. While the trimming degraded classification per-
formance, we did not evaluate the robustness to pileup
that motivates trimming and other jet grooming proce-
dures.

B. Infrared and Collinear Safety Studies

In proposing variables to characterize substructure,
physicists have been equally concerned with classification
performance and the ability to ensure various theoretical
properties of those variables. In particular, initial work
on jet algorithms focused on the Infrared-Collinear (IRC)
safe conditions:

• Infrared safety. The model is robust to augmenting
e with additional particles {vN+1, . . . ,vN+K} with

Q C D - I N S P I R E D  R E C U R S I V E  N E U R A L  N E T W O R K S
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towers 

particles

images

• Generative process is a 
tree-like, ~stationary 
Markov Process 

• Physics algorithms exist 
to estimate the tree 

• Tree-RNN needs much 
less data to train!

kt anti-kt
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Appendix A: Gated recursive jet embedding

The recursive activation proposed in Sec. III A su↵ers
from two critical issues. First, it assumes that left-child,
right-child and local node information hjet

kL
, hjet

kR
, uk are

all equally relevant for computing the new activation,
while only some of this information may be needed and
selected. Second, it forces information to pass through
several levels of non-linearities and does not allow to
propagate unchanged from leaves to root. Addressing
these issues and generalizing from [12–14], we recursively
define a recursive activation equipped with reset and up-
date gates as follows:

hjet
k

=

8
><

>:

uk if k is a leaf

zH � h̃jet
k

+ zL � hjet
kL

+ otherwise

,! zR � hjet
kR

+ zN � uk

(A1)

uk = � (Wug(ok) + bu) (A2)
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(
vi(k) if k is a leaf

okL + okR otherwise
(A3)
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where W
h̃

2 Rq⇥3q, b
h̃

2 Rq, Wz 2 Rq⇥4q, bz 2 Rq,
Wr 2 Rq⇥3q, br 2 Rq, Wu 2 Rq⇥4 and bu 2 Rq form
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together the shared parameters to be learned, � is the
ReLU activation function and � denotes the element-
wise multiplication.

Intuitively, the reset gates rL, rR and rN control how
to actively select and then merge the left-child embed-
ding hjet

kL
, the right-child embedding hjet

kR
and the local

node information uk to form a new candidate activation
h̃jet
k
. The final embedding hjet

k
can then be regarded as a

choice among the candidate activation, the left-child em-
bedding, the right-child embedding and the local node
information, as controlled by the update gates zH , zL,
zR and zN . Finally, let us note that the proposed gated
recursive embedding is a generalization of Section IIIA,
in the sense that the later corresponds to the case where
update gates are set to zH = 1, zL = 0, zR = 0 and
zN = 0 and reset gates to rL = 1, rR = 1 and rN = 1 for
all nodes k.

Appendix B: Gated recurrent event embedding

In this section, we formally define the gated recurrent
event embedding introduced in Sec. III B. Our event em-
bedding function is a GRU [21] operating on the pT or-
dered sequence of pairs (v(tj),h

jet
1 (tj)), for j = 1, . . . ,M ,

where v(tj) is the unprocessed 4-momentum (�, ⌘, pT ,m)

of the jet tj and hjet
1 (tj) is its embedding. Its final output

hevent
j=M

is recursively defined as follows:

hevent
j

= zj � hevent
j�1 + (1� zj)� h̃event

j
(B1)

h̃event
j

= �
�
Whxxj +Whh(rj � hevent

j�1 ) + bh
�

(B2)

xj =


v(tj)
hjet
1 (tj)

�
(B3)

zj = sigmoid
�
Wzxxj +Wzhh

event
j�1 + bz

�
(B4)

rj = sigmoid
�
Wrxxj +Wrhh

event
j�1 + br

�
(B5)

where Whx 2 Rr⇥4+q, Whh 2 Rr⇥r, bh 2 Rr, Wrx 2
Rr⇥4+q, Wrh 2 Rr⇥r, br 2 Rr, Wzx 2 Rr⇥4+q, WzhRr⇥r

and bz 2 Rr are the parameters of the embedding func-
tion, r is the size of the embedding, � is the ReLU ac-

tivation function, and hevent
0 = 0. In the experiments of

Sec. VI, only the 1, 2 or 5 hardest jets are considered
in the sequence j = 1, . . . ,M , as ordered by ascending
values of pT .

Appendix C: Implementation details

While tree-structured networks appear to be a prin-
cipled choice in natural language processing, they often
have been overlooked in favor of sequence-based networks
on the account of their technical incompatibility with
batch computation [33]. Because tree-structured net-
works use a di↵erent topology for each example, batching
is indeed often impossible in standard implementations,
which prevents them from being trained e�ciently on
large datasets. For this reason, the recursive jet embed-
ding we introduced in Sec. IIIA would undergo the same
technical issues if not implemented with caution.

In our implementation, we achieve batch computation
by noticing that activations from a same level in a recur-
sive binary tree can be performed all at once, provided
all necessary computations from the deeper levels have
already been performed. This principle extends to the
synchronized computation across multiple trees, which
enables the batch computation of our jet embeddings
across many events. More specifically, the computation
of jet embeddings is preceded by a traversal of the recur-
sion trees for all jets in the batch, and whose purpose is
to unroll and regroup computations by their level of re-
cursion. Embeddings are then reconstructed level-wise in
batch, in a bottom-up fashion, starting from the deepest
level of recursion across all trees.

Finally, learning is carried out through gradients ob-
tained by the automatic di↵erentiation of the full model
chain on a batch of events (i.e., the recursive computa-
tion of jet embeddings, the sequence-based recurrence to
form the event embeddings, and the forward pass through
the classifier). The implementation is written in native
Python code and makes use of Autograd [42] for the
easy derivation of the gradients over dynamic structures.
Code is available at 2 under BSD license for further tech-
nical details.

2
https://github.com/glouppe/recnn
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Excerpt from “QCD-Aware Recursive Neural Networks for Jet Physics“ 
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Figure 2: With any fixed clustering algorithm, the probability distribution over final-state

momenta can be decomposed into a product of distributions. Each factor in the product

corresponds to a di↵erent step in the clustering tree. Subsequent probabilities are conditioned

on the outcomes from previous steps, so this decomposition entails no loss of generality.

We will now formalize this discussion into explicit equations. For the rest of this section

we assume that the clustering tree is determined by a fixed jet algorithm (e.g. any of the

generalized kt algorithms [58, 59]). The particular algorithm chosen is theoretically inconse-

quential to the model, as the same probability distribution over final states will be learned

for any choice. Practically speaking, however, certain algorithms may have advantages over

others. We will discuss the choice of clustering algorithm further in Secs. 5.2 and 5.3.

The application of a clustering algorithm on the jet constituents p1, . . . , pn defines a

sequence of “intermediate states” k(t)
1

, . . . , k(t)
t . Here the superscript t = 1, . . . , n labels the

intermediate state after the (t � 1)th branching in the tree (where counting starts at 1) and

the subscript i = 1, . . . , n enumerates momenta in that state. To be explicit,

• the “initial state” consists of a single momentum: k(1)

1
= p1 + · · · + pn;

• at subsequent steps {k(t)
1

, . . . , k(t)
t } is gotten from {k(t�1)

1
, . . . , k(t�1)

t�1
} by a single momentum-

conserving 1 ! 2 branching;

• after the final branching, the state is the physical jet: {k(n)

1
, . . . , k(n)

n } = {p1, . . . , pn}.

In this notation, the probability of the jet (as shown in Fig. 2) can be written as

Pjet({p1, . . . pn}) =

"
n�1Y

t=1

Pt
�
k(t+1)

1
, . . . , k(t+1)

t+1

��k(t)
1

, . . . , k(t)
t

�
#

(2.2)

⇥ Pn
�
end

��k(n)

1
, . . . , k(n)

n

�
.

Eq. (2.2) allows for a natural, sequential description of the jet. However, it obscures

the factorization of QCD which predicts an approximately self-similar splitting evolution.

Thus we decompose the model further, so that each Pt in Eq. (2.2) is described by a 1 ! 2

branching function that only indirectly receives information about the rest of the jet. The

latter is achieved via an unobserved representation vector h(t) of the global state of the jet at

step t. To be explicit, let k(t)
m ! k(t+1)

d1
k(t+1)

d2
denote the branching of a mother into daughters

that achieves the transition from k(t)
1

, . . . , k(t)
t to k(t+1)

1
, . . . , k(t+1)

t+1
in the clustering tree. Then
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Figure 10: Branching function modelled by a deep undirected energy model over continuous

variables z, ✓, �, � that parameterize the branching. Shown is the marginalized distribution

over z, averaged over all t steps. Comparison is made between actual outcomes in the vali-

dation set of Pythia jets and Junipr’s probabilistic predictions for these jets.

any reasonable importance distribution q. Indeed, we found that a uniform distribution over

the transformed coordinates of Eq. (3.2) is a fine choice for q.

In Fig. 10 we show results for Junipr trained with the continuous branching function as

described above. In this case, we can use arbitrarily high-resolution binning, as Junipr has

learned a fully continuous probability density. Fig. 10 can be roughly compared to Fig. 9,

where we were required to use 10 bins for each dimension of x.

To close this section, we note that in most cases, we expect the discretized branching

function with 10 bins per dimension of x to be su�cient, especially if one performs a linear

interpolation on the output cells. This simple case is certainly faster to train and does not

require the technique described here to avoid biased gradient estimates.

4 Applications and Results

With Junipr trained and validated, we turn to some of the most interesting results it enables.

Given a jet, Junipr can compute the probability density associated with the momenta inside

the jet, conditioned on the criteria used to select the training data. To visualize this, we show

a C/A-clustered Pythia jet in Fig. 11 with the Junipr-computed probability associated

with each branching written near that node in the tree. Note that these are small discretized

probabilities due to the discretized implementation of Junipr’s branching function described

in Sec. 2. This is shown primarily to conceptualize the model, which is constructed to be quite

interpretable as it is broken down to compute the probability of each step in the clustering

history of a jet.

A direct and powerful application of the Junipr framework, enabled by having access to

separate probabilistic models of di↵erent data sources, is in discrimination based on likelihood

– 20 –

… and it is interpretable



!85

Introduction Jet Physics Previous work Proposed model Experiments Conclusions

Neural Message Passing for Jet
Physics

Isaac Henrion, Johann Brehmer, Joan Bruna,
Kyunghyun Cho, Kyle Cranmer, Gilles Louppe,

Gaspar Rochette

Courant Institute & Center for Data Science

Talk:    https://dl4physicalsciences.github.io/files/nips_dlps_2017_slides_henrion.pdf
Paper: https://dl4physicalsciences.github.io/files/nips_dlps_2017_29.pdf

Isaac Henrion

https://dl4physicalsciences.github.io/files/nips_dlps_2017_slides_henrion.pdf
https://dl4physicalsciences.github.io/files/nips_dlps_2017_29.pdf


J E T S  A S  A  G R A P H

•Using message passing neural networks over a fully connected graph on the particles 

• Two approaches for adjacency matrix for edges 

• import physics knowledge by using metric of jet algorithms 

• learn adjacency matrix and export new jet algorithm
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L E A R N E D  A D J A C E N C Y  D E F I N E S  A  N E W  J E T  A L G O R I T H M

•The adjacency matrix starts off as purely 
physics-inspired (kT) and then learned 
adjacency matrix becomes more 
important 

• weight given to physics adjacency 
matrix slowly decays, but stays 
relevant →
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C O N C L U S I O N

•The developments in machine learning have the potential to 
effectively bridge the microscopic - macroscopic divide & aid in 
the inverse problem. 

• leverage expert knowledge of the generative process 

• learn surrogates that extract relevant features for inference 
task  

•Several strategies to incorporate domain knowledge into the 
model 

• these define cross-disciplinary research directions  

•Non-traditional setting for publishing & collaboration
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